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Abstract 
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required in order for the Teagle tool to offer services across a heterogeneous constellation of cluster 
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Executive summary  
This document identifies, discusses and addresses the different aspects of interoperability issues that 
are likely to occur in PII experimentation facilities. These facilities are expected to encompass a 
collection of diverse network and equipment technologies, services and applications that are required 
to be assembled and configured on demand according to customer needs. It is this diversity and the 
sharing of the facilities that necessitates the definition of an interoperability framework for testbed 
provisioning. This is the objective of task 2.2 in WP2 the outcome of which is documented in this 
deliverable, D2.2. 
At the core of the interoperability framework lies the Interconnection Gateway (IGW) required to 
support a series of functions as it is located in a strategic connection point, namely, at the border of the 
interconnected testbeds. The detailed architecture and functionality of IGW is presented together with 
the configuration interfaces (U2, U3, I1, I2, and T2). More specifically IGW is expected to provide 
support for L2 interconnection of components internal to the local testbed, multi-point VPNs, 
firewalling, network address translation (NAT) and QoS across geographically dispersed testbeds 
when available.  
As a result of this functionality, it allows for configuration and exclusivity of Virtual Customer 
Testbeds, control by the other major PII architecture component PTM and a series of interconnectivity 
related operations aiming at testbed provisioning and management. 
The proposed PII interoperability framework also bears a lot of similarities with similar attempts to 
address interoperability in heterogeneous environments and in various manifestations where there is a 
need to communicate and interconnect. Accordingly, we align the framework and the PII architecture 
with existing activities that occur in NGN and in IPFIX. The former faces the problem of integrating 
various QoS mechanisms and models across different access networks and technologies while the 
latter the problem of a common monitoring infrastructure and mechanisms for collecting and 
transporting monitoring data. PII will adopt and adapt as required the findings of the corresponding 
working groups in the PII interoperability framework thus avoiding re-inventing the wheel and saving 
considerable time. This deliverable also provides a view on how this could be done for the purposes 
and goals of PII. 
Finally, this deliverable together with the deliverable D2.3 produced by Task 2.3 that describes the 
other key architectural component of PII testbeds, the PTM, will provide the basis and drive the 
implementation efforts in the future. As interoperability is a dynamic subject and is closely related 
with the implementation, this deliverable may be viewed as an open document that may require 
updates when new evidence comes to light. Updates of the current framework will be given in future 
deliverables of PII in other active tasks after the completion of this task, task 2.2. 
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1 Introduction  
This document identifies, discusses and addresses the different aspects of interoperability issues that 
are likely to occur in PII experimentation facilities. These facilities encompass a collection of diverse 
network and equipment technologies, services and applications that are required to be assembled and 
configured on demand according to customer needs. It is this diversity and the sharing of the facilities 
that necessitates the definition of an interoperability framework for testbed provisioning. This is the 
objective of task 2.2 in WP2 the outcome of which is documented in this deliverable, D2.2. 
More specifically, in section 2, we outline the interoperability framework in PII and provide links with 
complementary activities carried out in other workpackages. As a result, we have classified 
interoperability in PII into a series of major categories that require different technical analysis and 
solutions. In summary these categories consist of Customer-Panlab Office interactions, Modelling, 
Interconnectivity, Resource provisioning and Monitoring. The first two are considered as part of WP3 
tasks and as such their details may be found in the relevant WP3 deliverables. The last three are 
described in Sections 3-5 respectively. Conclusions are given in Section 6. 
As a final note, we state that interoperability is not a static field and it constantly evolves together with 
the technology, experimental facility offerings and operational requirements. As such we view the 
interoperability framework described in this document as an open document that may require updates 
when new evidence come to light. 
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2 Overview of Interoperability Framework in PII  

 
Figure 1: Interoperability in PII architecture 

Interoperability emerges across all seven operational stages in various forms and it is mapped onto the 
PII architecture as defined in D2.1 (see Figure 1). 
During customer interaction (stage 1) there must be a well established process and a common 
“interface” for facilitating interactions between the customer and the Panlab office (Teagle). This 
“interface” may eventually take the form of a well defined SLA language that must be used in order to 
unambiguously document the agreements made between the two parties. This is the U1 interface 
depicted in Figure 1. 
In order Teagle to decide whether a customer request can be fulfilled (stage 2) while later to 
orchestrate the provisioning of the testbed according to the SLA, (stage 3), it must use a “lingua 
franca” to represent the resources and offerings at large, of the available experimental facilities. This 
gives rise to the requirement for a model rich in semantics and attributes as well as capable of 
extending itself when new information and functionality becomes available. Furthermore, this model 
and the objects it comprises become the parameters to be exchanged between the PII architectural 
components, e.g. Teagle and PTM, during the relevant operational stages (stages 3-7) through 
interface T1. As interfaces U1 and T1 as well as the defined model fall within the scope of WP3 their 
description may be found in the corresponding deliverables of WP3. 
During the provisioning of the testbed (stage 3 & 3a) a series of operations must take place which give 
rise to a number of key architectural interfaces as well as PII specific architectural components that are 
important not only for the interoperability of the various facilities but also for the overall operation of 
the provisioned facilities. 
Two are the most important PII architectural components, namely, the Interconnection Gateway 
(IGW) and the Panlab Testbed Manager (PTM) along with their corresponding interoperability 
interfaces.  
More specifically, the interoperability issues that need to be addressed by PTM is the homogeneous 
treatment of the variety of the configuration interfaces and protocols, proprietary or standard, used by 
different manufacturer equipments that comprise the experimental facility. This interoperability aspect 
will be resolved by the resource adaptation layer of the PTM architecture and through the specification 
of the T2 configuration interfaces. It therefore falls within the scope of Tasks 2.3 & 2.4 and their 
corresponding deliverables. 
In contrast the IGW is the component that provides interconnectivity among experimental facilities 
that are needed to interconnect on demand as they reside in different locations including customer 
premises equipment. Furthermore, IGW components are also subject to configuration and 
management operations in the same fashion as testbed specific components. To this end, interfaces I1 
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and I2, T2, and U2 and U3, must be clearly specified. The definition of the IGW architecture and the 
corresponding interfaces is the main focus of the interoperability framework of Tasks 2.2 and it is 
described in detail in this deliverable. 
Plain interconnectivity is not enough when provisioning and configuring testbeds and components 
thereof. It is often followed by QoS requirements that must be met by the testbed resources. In the 
context of QoS, interoperability stems from the fact that individual testbeds are likely to support their 
own (native) QoS mechanism, namely QoS model, traffic classes and signalling protocol, that may not 
be applicable outside the specific testbed domain. To this end, there must be a mechanism aiming at 
identifying the various QoS environments and, in turn, mapping the QoS demands onto the native QoS 
mechanisms. This issue is addressed in the context of resource provisioning in section 4 which we 
draw analogies from Next Generation Networks, IMS in particular.  
Finally, monitoring and monitoring data manipulation is one of the key services of PII important for 
supporting a wide spectrum of customer tests as well as providing overall quality assurance. 
Interoperability emerges from the configuration of monitoring capabilities of the individual 
components to the collection and transporting of monitoring data to the storage thereof in a common 
format for reusability purposes. In this context we are looking to adopt and adapt existing engineering 
practices used in similar environments. One of them is the work by the IETF IPFIX working group 
that is described later in this deliverable and we propose how it may be used in PII. 
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3 Interconnection Gateway 
The main purpose of the Interconnection Gateway (IGW) is to handle network setups to separate all 
communications inside Panlab2 (PII) domain and to communicate with several remote sites. For doing 
so, there are a number of problems to be solved i.e. to ensure that only specific resources are allowed 
to communicate to each other or to hide the network topology of a site by applying network addresses 
and protocol translations.  
Quoting from Panlab D2.21 Section 4.1 : “In order to establish connectivity, a Virtual Private Network 
(VPN) must be set up … hiding the complexities and allowing Panlab partners to dynamically 
provision multiple overlay networks“.  The architectural component providing such mechanisms to the 
PII project is the IGW. 

3.1 Introduction and Overview  

 
Figure 2: PII testbed environment overview 

 
From the technical viewpoint IGW is the combination of a Border gateway function (BGF) with a 
Network Access Device (NAD) since it operates as an ingress-egress point at each testbed site while 
hosting IP communication (data plane) and signalling functionality. Doing so, the IGW interconnects 
different PII testbeds with each other and also components inside the testbed with the internet (“public 
access”). Furthermore it implements firewall (IP filtering) and QoS (IP shaping) functionalities for any 
given packet, characterized by a 5-tuple (IP source, port number source, IP destination, port number 
destination, protocol type) that passes this border gateway. Furthermore, it may be required to acts as: 
 

·  A dynamically configurable L2 connection/isolation of testbed devices 

·  A dynamically configurable multi-VPN endpoint and central VPN concentrator 

·  A dynamically configurable IP filter (Firewall) and IP shaper (QoS) 

·  A dynamically configurable application proxy and/or network address translation 
 
... and therefore it … 

                                                      
1 http://www.panlab.net/fileadmin/documents/Deliverables/Panlab-D2.2-Technical-Infrastructure-V1.0.pdf 
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·  configures Virtual Customer Testbeds (VCT) among all neighbour IGWs 

·  enforces exclusivity of a testbed resource to a one VCT 

·  handles dynamic L2 isolation (VLAN based) of the resource and it´s connection to IGW 

·  processes PTM commands to connect a specific resource a customer VPN 

·  makes addresses, networks and services known to the whole testbed interconnection 

·  enables - if needed - direct L2 tunnelling between remote testbeds 

·  sets up the right access restrictions and QoS rules for that specific VCT 

·  can establish separated special purpose network areas i.e. demilitarized zones DMZ) 

·  may connect the testbed to wireless network infrastructures (e.g. UMTS, WLAN, etc.) 
 

 
Figure 3: IGW architecture and connection overview 

 
The PII testbed environment overview (Figure 2) shows the separation of command plane (T2) and 
data plane (I2) communication of testbed components. From the PTM´s point of view the IGW is also 
“just another component” in the testbed and therefore there may be more than one IGW per testbed 
that may dynamically be deployed too.  PTM utilizes the T2 interface to control and configure the 
IGW for creating or deleting communication states inside the testbed and to other testbeds.  
The IGW is expected to have several interfaces, one towards the PTM, another towards the internal 
network of the partner that is offering resources of the testbed (Figure 3). Of course it is, for different 
reasons, not common that a PII project partner that contributes network resources is opening up its 
whole network infrastructure.  
For this reason a PII testbed has to be embeddable into a general lab network architecture and 
separated from the partner´s general operation infrastructure.  See below an architecture template of a 
PII partner testbed that fits to the most of today´s best-effort based internet related lab infrastructures. 
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Figure 4: Lab architecture template for PII partner  testbed 

3.2 The “Default IGW”  
A closer view at the PII architecture shows that the operation of a testbed that includes a PTM, it may 
in principle be possible, since all command plane connections required to run components can be set 
up without any IGW.  Nevertheless, if doing so, there would be no data plane that allows 
interconnection of components to the customer-/user- domain or to other testbeds and no enforcement 
of QoS or IP filtering rules.  In addition to that, the customer’s VCT would practically not exist since 
it is maintained by the IGW and is not part of the PTM´s testbed connection. 
For that reason it was decided by the Architecture Board (see ABPhoneConf20090210Minutes) that 
there should be a “Default IGW” existing in every testbed to add the needed data plane and therefore 
the existence of VCTs.  Furthermore the Default IGW will assure a basic best-effort connection from 
the internet to the testbed components to allow interconnection of customer-/user- domains to VCTs 
and also optional VPN based interconnections to other testbeds. 
The Default IGW is planned to be set up and bootstrapped dynamically by a pre-existing PTM which 
can access the deployment image of the Default IGW.  By using the PTM Resource Adaptors for local 
Layer2 setup (RA-L2) and computer host control (RA-PC) it is possible to bootstrap such an image 
and interconnect it on one side to a pool of public IP internet connections and on the other side to the 
testbed´s VLAN infrastructure.  Using the PTM´s Resource Adaptor for IGW communication (RA-
IGW) it is possible to completely configure the bootstrapped image for Default IGW operation.   
For the initial proof-of-concept implementation of the PII framework, the RA-IGW to IGW 
communication is done using SNMPv3 since the IGW by definition is a network access- and border 
gateway- device and therefore may be also supervised using existing network management tools.  For 
later implementations other protocols might be implemented or switched over to these from the initial 
SNMPv3 based start up. 
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3.3 Customer testbeds and connection domains  

 
Figure 5: VCT isolation on shared infrastructure 

 
The concept of virtual customer testbeds (VCT) has been introduced to PII define logical separated 
testbed infrastructures on top and independent from the physical interconnected clusters of  the PII 
partner resources. 
Since Customers should generally only have access to administration of his “rented resources“ and 
services, one separated interconnection layer per customer is needed, the customer´s VCT.  It connects 
all resources of one customer with a common unique IP addressing space and protects different 
customers and the PII platform itself against security problems and interference with each other. 
A VCT is the sum of resources, including interconnections in-between that TEAGLE has assigned to a 
specific PII customer. VCTs are put together dynamically and managed independently by the IGW´s 
ad-hoc VPN/VLAN establishment functionalities.   
All resources inside a VCT share a common IP addressing scheme and are able to exchange data 
traffic. The following figure shows an example of logical separation of VCTs (illustrated by tunnel 
colours) using the same physical infrastructure. 

3.4 Internal architecture and Interfaces  
This chapter deals with the internal architecture and function blocks of the Interconnection Gateway 
(IGW).  It consists, as shown in the following function block overview,  gneneraly of 5 main elements: 

·  an internal and an external data path filter (firewall) 

·  termination stage (server) for VPN connection 

·  interconnection engine of VCT connections 

·  link layer  interconnection, isolation and QoS shaping 

·  control and communication layer to PTM 
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Figure 6 : IGW internal block architecture 

The centre of IGW functionalities is to interconnect, keep and protect the mapping of local Layer2 
communication channels to external VPN interconnection.  It has therefore kind of an IP based 
trunking function for testbed components communicating on data planes separated by VLANs on the 
right side and IPSec based VPNs between access domains and other testbeds on the left side.  Routing 
of data plane packets in-between these secure channels is done by the interconnection engine. 
Furthermore, if ordered by TEAGLE, QoS rules may be enforced on such routing, for instance 
limiting connection of one VCT to another testbed to a certain maximum throughput rate. 
In front and in the back of the interconnection engine the secure channels are being de-
encapsulated/decrypted and filtered by a stateful IP packed based firewall. This makes sure that only 
services and resources may accessed between testbeds that are allowed so by TEAGLE and that the 
customer´s access is not used for testing nor the test user´s access isn´t used for configuration 
purposes.  
On the external side of IGW may be also generic Layer2 bridges to other testbeds connected that are 
not publically accessible and may also be able to perform real QoS reservations such as ATM or fibre 
optic links.  This stage is not firewalled twice (input and output) since it is assumed that an IGW is 
also available on the other side, so only input firewalling is applied. Technologies and/or devices that 
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can´t be connected or should not be connected directly to the Default IGW can implement their own 
IGW function and connect to another RA-IGW at the PTM. 
The north side of any IGW is the control and communication layer facing towards the PTM´s 
Resource Adapter for the IGW.  Communication between IGW and RA-IGW is message based on 
SNMPv3 and include simple command/reply communication (e.g. for activation of a QoS rule) but 
also on subscription based event updates (e.g. some security rule was violated). RA-IGW is going to 
decide which messages are transmitted to TEAGLE and which are just kept internally for statistics- or 
logging-purposes. 
The IP addressing schemes and interconnection parameters (DNS- and NTP- servers, etc) of VCTs are 
delivered by TEAGLE and announced to all necessary resources by the IGWs.  IGWs furthermore 
take care – if needed - of assigning or relaying dynamic host control parameters and routing 
information to resources inside a VCT. 

3.4.1 Details of component conncetion and Layer2 isolation (I2 Interface) 

The local separation of VCTs on the testbed´s Layer2 infrastructure is done by IEEE 802.1q based 
VLANs.  Of course therefore the security of the whole interconnection scheme depends hardly on the 
implementation of this functionality by the local testbed infrastructure and the command interface of 
PTM´s RA-L2 to it. 
The I2 interface between components and IGW is mainly based on numbered VLANs generated by 
PTM´s RA-L2 but interconnected to a data plane by the IGW.  PTM itself is not part of such VLAN or 
VCT at any time 

3.4.2 Details of VCT interconnection and Layer3 isolation (I1 Interface) 

VCT´s are remotely (over “foreign” interconnection) separated by IPSec based VPN tunnels. These 
are based on pre-shared parameters that were communicated by TEAGLE via the PTMs to the testbed 
IGWs.  The IGW takes care of enumeration of these tunnels and mapping into the right local testbed 
security architecture. 
The I1 interface between testbeds is based on stateless secured separated IP based tunnelling between 
the Default IGWs of different testbeds.  The parameters and vectors for this intercommunication is 
transmitted by TEAGLE, there is no negotiation or command-based communication between IGWs at 
any time. 

3.4.3 Details of external Layer3 service availability (U2 interface)  

Customer are able to allow access to specific resources and services of their VCT from “outside”, 
mainly for testing by external users.  These accesses have of course to be hardly restricted on the 
selected testing purpose and are set up by TEAGLE.  Accessing a webserver from outside, for 
instance, may be needed if the result representation of an internal process is a web site.  Consequently 
only the web site and not all resources that process or collect data represented on that server need to be 
accessible from outside.   
The Default IGW takes care that only the web server machine and its http ports are going to be 
accessed through a special IP from the public internet.  The customer is able to make this IP address 
available to test users for testing purposes.  Protection and enforcement of this access scheme is 
granted by filtering IP packets and ports as well as including a Layer7 application proxy (http protocol 
proxy) between the tester and the internal resource.  Depending on the service, in some test cases both 
security mechanisms may work, in other cases only one is usable. 
In opposite direction, e.g. an internal resource needs to access external data sources, the same 
connection scheme is applied reversely.  The external site is proxied or accessed by network address 
translation to protect the internal resource.  Since it may be important for the test case which kind of 
protection is performed, this is selectable by TEAGLE.  Because of this the customer is able to test 
new protocols or connection settings over a variety of border gateway and security mechanisms like 
NAT. 
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The U2 interface is used for secured data plane input and output data exchange of a VCT.  Therefore 
this access is limited to the needed resources and services, protecting all other VCT internal entities.  
Depending on the protocol the different translation- and protection- mechanisms like NAT, port 
forwarding, proxying and so on are automatically deployed or selected using TEAGLE by the 
customer. 

3.4.4 Details of external Layer3 VPN termination (U3 interface) 

For direct configuration or transfer of administrative data between the customer and ressources of his 
VCT is a VPN “dial in” access available to the customer.  With this mechanism the customer is 
practically becoming part of his VCT with a host computer or is able to extend his testbed into his own 
site, e.g. when using a VPN enabled router to act as a bridge to the customer´s own labs. 
In contrast to the U2 interface, the U3 interface is not designed to access VCTs from/to external/public 
sites and therefore not heavily protected by IP filtering.  The IGW will take care that connections 
between a VCT and a U3 interface are restricted to the customer only and therefore the customer is 
responsible to restrict access on his end to the VCT as much as possible. 

3.4.5 Details of IGW control and communication layer (T2 interface) 

Interaction between IGW and PTM is performed on one side by the IGW´s control and 
communication layer and on the other side by the PTM´s Resource Adapter for the IGW using 
messages based on the SNMPv3 protocol.  Since this signalling is control traffic effecting all VCTs, is 
is transmitted on the local testbed infrastructure and not inside any VCT.  
Messages between IGW and the PTM´s RA-IGW include simple command/reply communication but 
also subscription based event updates. The RA-IGW is going to decide which messages are 
transmitted to TEAGLE and which are just kept internally for statistics- or logging-purposes. 

3.4.6 Further details and features 

In some cases it might be necessary to interconnect two resources across testbeds not only based on 
Layer3 but also on Layer2, for instance to support local network broadcasting between them.  For this 
reason it is planned to implement on-demand Layer2-in-VCT encapsulation between two IGWs and 
VLANs. In any case, this should not be the default method of interconnecting resources, it includes a 
lot of overhead into the payload and since more than one tunnel is used on the actual data plane traffic 
also lowers the maximum available packet size. 
If a customer or operator needs to connect wireless domains of any kind to the physical testbed or to a 
specific VCT, the IGW is the entity to connect this to.  All mentioned filtering and restrictions will be 
applied to this domain, since wireless network are handled like an 3rd party sites (please see section 3.6 
on this). 

3.5 Detailed description of reference points between entities 

3.5.1 Reference point U2 - End User Domain to IGW/ Testbed  

This interface allows End Users (those actively participating in a given test) to access a PII testbed. 
The technical details of this interface - with regard to layer 2 technologies, protocols, security 
constraints, etc – are dynamically defined by the Customer when requesting the establishment of the 
testing environment to Teagle. Via the PTM, Teagle then configures the IGW to provide and enforce 
these setting for the U2 interface. In summary, the U2 interface is a test case dependant interface that 
is provided and enforced by the IGW towards End Users. 
For the most common case of using IP connectivity to run the test, this interface must use public, 
standard IP transport. Therefore, the U2 interface represents the entry point, the “window”, to the 
public Internet for a specific service provided by testbed resources. These testing resources may be 
also be pre-established and potentially distributed among several testbeds.  A major objective of the 
U2 interface is to provide an access to the PII infrastructure that does not mandatory impose the 
support of VPN connectivity, since there may be cases where the terminals/equipments used to run the 
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test cannot easily support it (e.g. mobile devices, etc). Additionally, this allows End Users to 
transparently access the PII federated resources without requiring them to implement other 
mechanisms, protocols or technologies outside those established by the Customer when requesting the 
setup of the test environment. Thus, the impact on user terminals/equipments for accessing PII is 
conveniently eliminated. 
Despite the use of public IP connectivity, the traffic must be correctly controlled, secured and 
converted before entering the testbed, i.e. the PII federation. The IGW transparently provides the 
following functionalities to correctly adapt and control the ingress/egress traffic through the U2 
interface: 

·  User authentication and optional traffic encryption 

·  Gating: the IGW may need to enforce that only some packet tuples (origin/destination IP 
address + origin/destination port numbers) are used, as configured for the specific test 
being executed. 

·  NAT operations: IP addresses will usually need to be converted from the IP public 
addressing domain to the IP address space of the local testbed, thus, guarantying correct 
address interoperability. 

·  Protocol proxying towards the required testbed resources. This allows End User 
equipments to interact with testbed resources without knowing the actual testbed 
topology. 

·  ALG (Application Level Gateway) operations: in order to insure application-level 
interoperability between the End User and the testbed resources, the IGW may need to 
also modify some protocol details, such as connectivity information, protocol headers, 
etc. 

Depending on the planned test, the U2 provides connectivity for the end user’s terminal. It opens a 
protected window to a VCT that includes the resources that need to be tested.  For example, the 
resource to be tested is able to offers an HTML based user interface, in this case the IWG provides 
access to this interface for the following purposes: 

·  allows the end user to see testing purpose/tasks/instructions provided by the customer 

·  allows the end user to download needed testing client software 

·  allows the end user to contact support 

·  allows the end user to contact the Customer 

·  allows the end user to report observations and opinions about the test 

·  allows the end user to report starting and ending the test 

3.5.2 Reference point U3 - Costumer Domain to IGW/ Testbed  

The U3 interface grants access from the customer’s machine or lab network to his Panlab virtual 
customer testbed (VCT) by the IGW.  This connection utilizes standard secure “dial in” technologies, 
such  like IPSec, PPTP, L2TP.  IGW cares about access imitations to the VCT associated resources 
only that were set up by the customer using TEAGLE. The customer utilizes a standard VPN client or 
VPN-aware router to directly connect to an VPN concentrator (usually an IGW chosen by TEAGLE) 
to become part of his VCT.  Once interconnected the customer is able to address all his “rented” 
resources including configuration front-ends.   
Generally, it can be said that this involves several components from both the federation and the user 
domain than the setup of a VPN that incorporates federation and user domain equipment within the 
same VPN is likely to be more secure and efficient.  
After connecting to the VCT using interface U3, the customer is able to address all resources of his 
VCT by using the VCT´s addressing scheme. 
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3.5.3 Reference point I1 - IGW to IGW  

IGW-to-IGW interconnection is provided through the I1, basically a data path between two testbeds. 
Communication between IGWs is using the data plane only, there is no control message exchange 
since the used secure tunnelling methods are stateless and using pre-shared secrets.  Routing between 
testbed components of different testbeds is done by the IGW using intelligent routing protocols like 
OSPF and topology information – including VPN setup parameters - transmitted by TEAGLE through 
PTM. 
Using I1 interface by all IGWs form a meshed testbed interconnection network (the so-called Panlab 
connectivity domain) is dynamically created without exchange or stateful control connections between 
IGWs.  

3.5.4 Reference point I2 - IGW to Testbed Components 

Interconnection between the local IGW and internal Testbed Components is provided by the I2 
interface, main purpose is to enable an isolated (e.g. by VLAN) link layer access to all associated 
testbed components.  It furthermore can provide QoS based traffic shaping for all communications that 
is routed from the testbed component through the IGW.  This communication is data plane payload 
only and generally configured by PTM.  
To archive a secure a secure and isolated connection between IGW and testbed components, the 
components need to be directly connected to the IGW or link layer connected by a switching device 
that honours link layer isolation methods like IEEE 802.1q or TDM.  As long as the associated testbed 
component is assigned to a VCT, the associated IGW needs to have exclusive link layer access for 
reliability and security reasons.   

3.6 3rd party sites 
3rd party sites are external partners,  companies or other organisation who are connected to one of the 
federated testbeds via fixed connections and are willing to offer resources to the testbed federation but 
not interested on hosting PTM and Default IWG in own premises. 
These 3rd party sites are connected to the federation via an IGW of an existing partner testbed. The 
existing testbed creates agreements for hosting such testing resource and creates the needed resource 
descriptions and manages a service by its own PTM. Furthermore the existing partner takes care of 
and is responsible for security problems reated to the hosting of an external partner. 
This way the resource offerings in the federation can be extended also by the participants. 
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4 Resource Provisioning 
The implementation of a distributed test-bed environment in Panlab requires network connectivity 
between different testing sites. The characteristics of these network interconnections depend on the 
services to be performed and may be expressed in terms of bandwidth, general QoS and security 
requirements. In the present context with “services” we refer to the set of testing sessions that can be 
performed in the Panlab network. 
Resource provisioning addresses the possibility to control and allocate the network resources needed 
for providing testing services in Panlab. Provisioning shall guarantee the specific network 
requirements imposed by the provided services.  
Different approaches to the QoS problem are possible but, fundamentally, we can distinguish two 
main approaches and implementations in IP networks: Internet model and a Managed Network model.  
In the Internet model the inter-connected networks is a pure transport network that mainly serve to 
provide end-to-end connectivity. The network can only be over-provisioned so to that under all the 
circumstances it is possible to avoid congestion. This model is attractive for its simplicity but with this 
reference schema it isn't possible to achieve end-to-end QoS.  
Conversely, the managed network model can be based on different implementations and it can impose 
serious drawbacks both in term of complexity of the network and also in terms of operational costs.   
Depending on the nature of the services it may be necessary to enable QoS in the network. For 
instance, it may be necessary to define precise network requirements at Transport layer in terms of 
bandwidth, ensuring traffic link capacity under any congestion conditions; latency, losses, jitter, with 
predictable network behaviour. Different possibilities arise considering how stringent QoS 
requirements are.  
In practical situations, it is often required only to provide an acceptable bandwidth between the sites 
and this requirement can be easily accomplished because bandwidth can be pre-provisioned so to be 
adequate for supporting the foreseen traffic flows. In these conditions the QoS parameters are not 
severely considered. Anyway, with the evolution of technology is deemed important to face the 
general situation considering also QoS and security issues and, therefore, taking into account an 
evolutionary architecture that provides a general solution.  

4.1 Reference standards 
In this clause we describe the methods specified in NGN/IMS for resource provisioning. 
To address the problem of resource provisioning in a distributed test-bed environment it is deemed 
important to establish a parallelism with the solutions adopted in NGN/IMS networks when QoS shall 
be established across heterogeneous domains. In TISPAN, there is a clear separation between access 
domain and core domain. Still now this problem is open in the core domain. It implies inter-operator 
reference points among distinct functional entities and interfaces. In fact, many solutions are available 
but a viable solution is available only for the access sections of the networks (both radio or xDSL 
based). In these cases, due to the lack of resources, bandwidth allocation shall be accurately 
performed. The core domains are usually over-provisioned. Many studies have been carried for 
controlling end-to-end QoS but practical solution is not usually available. Typically, bilateral 
agreement between network providers allows establishing traffic relationships considering 
preconfigured bandwidth pipes between different domains. 
Referring to IMS/NGN architectures, we take in account a layered structure that resembles the 
multimedia-over-IP architecture, based on the separation into:  

·  Services layer 

·  Transport layer 
Besides ETSI TISPAN introduces a clear separation between a pure IP connectivity interconnection 
and a service-aware interconnection.  
Two distinct interconnection models are considered (see ETSI TS 282 001): Service-oriented 
interconnection (SoIx) and Connectivity oriented interconnection (CoIx).  
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In the SoIx case, the physical and logical linking of the interconnected domains allows to implement 
services using a control signalling that provides defined levels of interoperability. 
In the CoIx case, the physical and logical linking of the interconnected domains is based on a simple 
IP connectivity irrespective of the levels of interoperability. This kind of interconnection is not aware 
of the specific end-to-end service provision and guarantee only transport network performances. 
As shown in Figure 7 - SoIx Interconnection in TISPAN, SoIx interconnection is typically 
characterized by the presence of two types of information exchanged between the two interconnected 
domains: 

·  Service-related signalling information identifying the requested end-to-end service. For 
example, in case of IMS-to-IMS SoIx interconnection, this is mapped to SIP signalling 
(see the Ic reference point). 

·  Transport information, which carries the bearer traffic. 

Service Layer

Transport Layer
Transport Information

Service-related signalling Information

SoIX NNI

 
Figure 7 - SoIx Interconnection in TISPAN 

 
According to TISPAN (see Figure 8 - IP Interconnection in TISPAN), the following functions are the 
minimum required to perform interworking: 

·  Interworking Function (IWF)  

·  Interconnection Border Control Function (IBCF) 

·  Resource and Admission Control Subsystem (RACS) 

·  Border Gateway Function (BGF) 
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Figure 8 - IP Interconnection in TISPAN 

 
The Interconnection Border Control Function (IBCF) controls the boundary between two operators’ 
domains. The functionality of the IBCF encompasses: 

·  interaction with transport resources, through the RACS (Resource and Admission Control 
Subsystem) (including NAPT and firewall functions); 

·  insertion of the IWF in the signalling route when appropriate; 

·  screening of signalling information based on source/destination, beyond what is already 
performed inside each of the subsystems (e.g. by the THIG functionality of the I-CSCF for the 
IMS core subsystem). 

The Border Gateway Function (BGF) manages the boundary between transport networks. The BGF is 
a packet-to-packet gateway for user plane media traffic. The BGF performs both policy enforcement 
functions and NAPT functionality under control of the PDF (Policy Decision Function) of the RACS.  
For each admitted micro-flow, the PDF may instruct the BGF to apply policies (e.g. traffic-
conditioning filter) that limit the throughput of the flow to an admitted level indicated.  
An NGN interconnection mode can be direct or indirect. Direct interconnection refers to the 
interconnection between two network domains without any intermediate network domain. Indirect 
interconnection at one layer refers to the interconnection between two network domains with one or 
more intermediate network domain(s) acting as transit networks. The intermediate network domain(s) 
provide(s) transit functionality to the two other network domains. 
In the Panlab context it is necessary to consider a indirect connection. 
Different interconnection modes may be used for carrying service layer signalling and media traffic 
and ETSI TS 282 001 provides a taxonomy of the different possibility.  
The model that is taken into account is the one shown in Figure 9 - Indirect Interconnection with 
transport layer intermediary. 
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Figure 9 - Indirect Interconnection with transport layer intermediary 

 
Interconnection at the RACS layer may be required for supporting reservation of aggregated transport 
resources. This is not shown on the figures for the sake of simplicity.  

4.2 Approach for Panlab 
The managed network model to be adopted in Panlab shall provide the means for obtaining end-to-end 
QoS on IP Networks on combinations of various network technologies. These implementations shall 
be based on standard signalling protocols for communicating the requirements among different 
network resource controllers located in different administrative domains. Therefore to achieve end-to-
end QoS implementation it is necessary to start defining the basic elements needed to build a complete 
and efficient solution. This isn't really an easy task considering that there is not a common vision on 
this argument. 
We need preliminarily to consider that services are implemented traversing multiple networks, which 
may belong to different network providers and make use of different transport technologies and 
implement different QoS solutions (MPLS, DiffServ, IntServ, etc.). Therefore the reference control 
architecture shall be both transport-independent and service-independent. In this model QoS may be 
provided either by explicit management of QoS on the consecutive networks, or by provisioning, or 
also a combination of them.   
Usually, we think of isolated domains, this is the case of a test bed, whose communication is allowed 
by using border controllers performing also NAT functions. This is a walled-garden approach simple 
to introduce, derived from the present structure of the telephone network where each operator domains 
is interfaced to the others with well defined reference points. This is objectively a clear architectural 
model but can introduce limitations in implementing services across different domains. 
The multi-layered architecture in Panlab can be decomposed (Figure 10 – Layers of multimedia 
architecture) in: 

·  Support Layer 

·  Test-bed layer with a: 

·  Control Layer 

·  Transport Layer. 
This layered decomposition aims at reusing concept already developed in 3GPP and TISPAN network 
architectures. 
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Figure 10 – Layers of multimedia architecture 

 
Specifically, in Panlab we have Teagle at the Support Layer. 
A control layer is implemented by the PTMs. 
The transport layer consists of the network infrastructure for forwarding the IP datagrams.  
Connectivity between two testbeds will be usually implemented with a VPN. A VPN connection will 
be setup between couples of interconnected sites. 
While it is deemed necessary to replicate the model in Figure 9 - Indirect Interconnection with 
transport layer intermediary, we consider here a simplified model that is based only on the CoIx NNI. 
This is due to the fact that the implementation of the SoIx NNI implies introducing specific 
requirements in the IGW. The IGW should provide functions equivalent to a IBCF or it shall be able 
to provide the functions provided by a I-BGF controlled by an external IBCF. It is instead necessary to 
avoid particular characterization of the IGW in order to cover all the possible interconnection 
scenarios. 

4.2.1 Functional entities 

Teagle is the functional entity that controls the resource provisioning for a given service. Teagle 
provides requests that are transferred to the PTMs using the T1 interface.   
A resource reservation related to a testing scenario involves providing the network connections 
between sites for carrying multiple media flows (e.g. multiple audio and/or video stream, signalling, 
management). The resource management model support resource management services at the level of 
a testing application. This implies support for collective reservation, release, and modification of 
resource requirements for all the media flows that belong to the testing session.  
The PTM shall provide a PDF (Policy Decision Function). This functional entity is responsible for 
resource and admission control and it is responsible for the final decision related to resource 
provisioning requests, in terms of network resource on the basis of the policy rules established for the 
specific testbed.  PDF takes into account both the information on the interconnection service required 
and resource availability checking results. The PDF function shall be independent from transport 
technology. 
The IGW  is a packet-to-packet gateway for user plane media traffic, performing both policy 
enforcement functions and NAT functions.. 
The actions performed are the following: 
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·  QoS policy control and enforcement with packet marking (resource allocation and 
policing of uplink and downlink traffic);  

·  Gate control: the IGW shall be able to open and close the gate for specific media flows 
during the testing session (the closing of the gate does not involve the release of the 
bandwidth resources); 

·  Address/protocol translation between IP realms; 

·  Usage metering. 
There may be one or multiple IGW to interconnect with other core networks.  
The IGW may take the role of Customer Edge in a VPN. A CE device, at the border of the test-bed, 
connects to the external network (to Provided Edge (PE) devices).  
It is important to define if the CE is aware or not of the VPN. In fact, in the latter case the VPN may 
be configured on the PE.  
In the present context we don’t consider network provider-provisioned VPNs. 
Considering the TISPAN architecture, in Panlab, the PTM takes the role of the resource and admission 
control subsystem while the IGW takes the role of BGF. 
It is possible to think of PDF instances, hosted in different sites and interconnected each other. 
Nevertheless, it is requested that TEAGLE contacts the different PTM entities involved in a service 
scenario controlling end-to-end availability of network resources. Is is also requested to avoid 
realizing an interconnection between different IGW instances communicating through the reference 
point I1 to check the edge-to-edge resource availability. 

4.2.2 T1 Reference Point  

This reference point between Teagle and the PTM allows the exchange of policy set-up information 
needed for resource authorization and reservation.  
It supports the exchange of information needed for implementing a PDF in PTM that shall perform 
resource allocation.  
The PDF, within the PTM, will perform admission control, resource allocation and resource 
enforcement by cooperating with different functional entities. Therefore a single request to the PDF 
will generate a series of requests to the elements in the testbed and specifically to the IGW.  
The content of the request/response exchanged over the T1 reference point shall reflect this situation. 
Therefore the functional requirements are a combination of the requirements of the lower layer 
elements. Anyway, it is important to remark the coordination features performed from the PDF so that 
for the Teagle it is possible to make use of a single request without considering the set of interactions 
that the PDF shall perform with the other involved entities. 
Considering the Information Elements exchanged over the interface they can be mapped either by an 
exact equivalence or by a format adaptations to the elements over the interfaces at the lower layer.  
A limited set of parameters can assume a different meaning in the different usage context. An example 
can be a “Class of Service” parameter. In this case the value provided at the T1 reference point can be 
transformed in a series of parameters that can be used at the transport level. 

4.2.3 T2 Reference Point  

This reference point between PTM and the IGW allows the exchange of policy set-up information 
needed for resource authorization and reservation.  
It supports the exchange of information needed for implementing the IGW function.  
This reference points shall be further detailed. 

4.2.3.1 Modelling the network 

The connectivity network domain can be logically modeled on behalf of the Support Layer without 
considering the complexity of the physical configuration. This simplified model, for instance, can 
derive from the application of the MPLS-TE techniques.   
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Therefore, it is possible to setup a number of connections (VPN connections) between end points in 
the network, each of them represented by an IGW, working in conjunction with the underlying 
network infrastructure. Once such a connection has been created; the IGWs may admit traffic on it. 
The connections represent also bandwidth pipes providing an aggregate reservation with bandwidth 
capacity to carry many sessions.  
The VPN connections may be: 

·  Site-to-site 

·  Multipoint-to-multipoint. 
It is necessary also to define the kind of VPN that shall be provided, distinguishing: 

·  Trusted VPNs: 

·  Secure VPN, 

·  Hybrid (both trusted and secure). 
Different protocols and technologies can be used to provision site-to-site VPNs, such as: 

·  IPsec: to protect IP traffic between sites when traffic transits in an intervening network. 
IPsec uses tunnels that shall be configured on CE devices;  

·  GRE (Generic Routing Encapsulation): to construct tunnels between CE devices: 

·  L2TPv3; 

·  IEEE 802.1Q tunnelling; 

·  MPLS LSPs 

·  etc.  
Core routers are not taken into account, and the model describes only the IGWs and the logical trunks 
provisioned between them with the related provisioned bandwidth.  
The decision for the number of pipes reserved and the bandwidth of each pipe is effectively a network 
engineering decision. It is possible for the capacity of these pipes to be varied over time according to 
actual network load. 

4.2.3.2 Address translation 

When address translation is performed at the border of the test-bed it is necessary to implement an 
Application Level Gateway (ALG) function. In the TISPAN architecture this function is performed by 
IBCF. 
The problem is related to the signalling messages that contain address information. For instance, when 
establishing a SIP session, SIP messages contain the SDP descriptors with the addresses used for 
exchanging media flows using RTP/RTCP. If address translation is performed, these addresses are not 
valid unless they are adjusted with ALG in order to reflect the actual situation. With reference to 
Figure 11 – Correlation between signalling and media information, we can highlight that signalling 
messages carries addresses used for media transport. If these addresses are changed, signalling 
information is not valid. 

IGW 

Media Information

Signalling Information
Service Layer

Transport Layer

Outer
network
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network
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Figure 11 – Correlation between signalling and media information  
Therefore, it is necessary to correlate the provision of address translation so to ensure that information 
carried by signalling messages is correct. 
 In order to guarantee the maximum degree of interoperability address translation should be avoided. 
The suggested method is to open gates on the IGWs so to allow the exchange of IP data packets only 
when the source and the destinations belongs to a list of couples (source domain, destination domain).  

4.2.3.3 Setting up the network 

Whenever it is necessary to implement network connections it is necessary to individuate the specific 
QoS and security requirements that may be really different depending on the nature of the services to 
be performed.  
Resource reservation is made before starting the test session. The procedure is initiated from Teagle. 
On receiving a request to reserve resources between defined points of the network, Teagle is 
responsible for identifying suitable paths through the network and ensuring that resources are available 
to carry the media flows requested according to the traffic model over the selected paths.  
Having determined that there are sufficient resources to carry the flows within the network, the Teagle 
individuates the PTMs.  
On receiving Teagle requests the PTMs will instruct the IGWs to:  

·  reserve capacity for the media flows:  after the paths are established it shall be not 
necessary to request resources from the underlying network on a per flow basis because 
of aggregate reservations. Besides, due to the nature of the connectivity network, it is 
possible to avoid a dynamic bandwidth management, performing a quasi-static 
provisioning. 

·  Define routing and addressing; 

·  Set security parameters: Usually it is requested that the traffic is carried over secure VPN. 
The security properties must be agreed to by all parties in the VPN. Secure VPNs may 
have one or more tunnels, and each tunnel has two endpoints. The PTM of each of the 
two endpoints for each tunnel must define common security properties for the tunnel.  

The main functions to perform are the following: 

·  determinate if a new VPN connection can be established, according to QoS requirements 
of the testing session; 

·  individuate characteristics of the network connection (e.g. bandwidth, QoS classes 
preferences);  

·  verify if the QoS classes preferences can be fulfilled given the present level of resource 
availability; 

·  determinate the test-beds involved in network connectivity; 

·  Maintain aggregate "QoS bearers" or "bandwidth pipes" between test-beds. 

4.2.3.4 PTM: PDF actions 

The PDF can install (push) a policy decision on the IGW. Another possibility is that the IGW requests 
(pull) a policy decision from the PDF. Considering the chosen policy model only the push scenario is 
appropriate. 
Therefore, the following functions are requested to the PDF: 

·  Authenticate and verify resource provisioning messages coming from Teagle 

·  Process resource provisioning messages based on pre-defined policy rules 

·  Resolve the correct identity of the transport network elements (IGWs) to which policy is 
to be pushed 

·  Communicate policy decisions and other messages securely with these network elements 
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·  Provide the results to Teagle 
The PDF may perform the following additional functions: 

·  Track resource usage based on internally-maintained state information (e.g., timers) 

·  Track authorized resources on per-user, per-service, or aggregate basis  
The PDF shall be able to keep tracking and synchronize the resource control session status through the 
interface in support of recovery and operational information statistics and auditing.  

4.2.3.5 Bandwidth 

The connectivity networks shall not be afflicted with shortage of bandwidth. On the contrary they shall 
be normally over-provisioned to assure some kind of QoS. This solution works although it is normally 
blamed because over provisioning is the easiest and in some cases the cheapest response to the need of 
QoS. Besides, for core networks, consolidated technologies like DiffServ and MPLS are available with 
their improvements: DiffServ-aware-MPLS, traffic engineering, etc. 
As an example, according to specific tests performed in field, the over provisioning of a backbone 
with 95-Percentile (5-min average Load) <= 50% Link (over provisioning >= 2) gives zero packets 
lost and 100% jitter under 700 � s.  
Also if some risks could remain, the example demonstrates that a practical approach to QoS could be 
the starting point to build a reliable basis on which it’s possible to start to deploy more complex 
solution.  
QoS for a service can be provided in different ways: 

·  Over-provisioning of transport resources without any admission control. 

·  Having an Admission Control (AC) function that can accept or reject the service 
according to the current availability of transport-layer resources. The usefulness of an AC 
function is greater when multimedia services make use of a richer set of codec and 
include video flows with higher bandwidth. In this case the over-provisioning of the 
network is less economically viable.  

The approach that should be taken for interconnecting two testbed is based on the pre-provisioning of 
a one or more bandwidth pipes on a per-aggregate basis between different testbeds. 
This means that different flows can be forwarded so to use a specific bandwidth pipe. 

4.2.3.6 State Maintenance 

As far the Resource provisioning State Maintenance is considered, it is possible to deploy the PDF as 
stateful or stateless element. The approach proposed is to consider the stateful approach. In this case 
the PDF shall maintain the resource provisioning state. This is possible by using either soft-state or 
hard-state approaches.  
The “soft-state” approach is the case in which installed state “times out” and is removed unless it is 
periodically “refreshed” by the a new signalling request from the entity that initially installed the state. 
Un-refreshed states will eventually time out, anyway an explicit state removal signalling request is 
provided. This approach is important in order to face system crashes or other anomalies.  
The “Hard-state” approach takes the converse approach to soft state and the installed state remains 
installed unless explicitly removed by the receipt of a state-teardown message from the state-installer. 
Since state remains installed unless explicitly removed, hard-state signalling requires a mechanism to 
realign the systems after failures. 
For maintaining soft-state information a Reservation Holding Time specifies the time limitation in 
support of abnormal recovery.  

4.2.3.7 Network failures 

In the event that the underlying network suffers a failure and can no longer honour the aggregate 
reservations (bandwidth pipes) the PTM that owns the resource shall be informed by the underlying 
network entity. The PTM shall identify the set of committed media flows impacted by the failure and 
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determine whether the committed traffic now exceeds the available bandwidth. If the committed flows 
to the bandwidth pipe exceed the resources of the bandwidth pipe, the PTM shall identify a set of 
flows to be deleted such that the bandwidth of the remaining committed flows again falls within the 
available bandwidth of the bandwidth pipe.    

4.2.4 Resource provisioning messages exchanged over the reference point 

This section describes the messages (namely requests and responses) exchanged over the reference 
point. 
The reference point supports the exchange of the following messages: 

·  Resource Provision Request: Teagle shall be able to request the PDF the resource 
authorization and allocation per-aggregate of flows. 

·  Re-provisioning Request: Teagle shall be able to request to modify the resource 
authorization and allocation per-aggregate of flows. 

·  Termination Request: Teagle shall be able to request the PDF to release the resource 
authorization and allocation. 

·  Responses: The PDF shall be able to respond to a request or confirm a command from 
Teagle. 

·  Notifications: The PDF shall be able to notify the required information to Teagle. 
The following notifications are required: 

·  a notification is provided to Teagle in the case that the PDF determines that the bearer is 
lost or resources released for some reason. 

·  resource usage information. 

4.2.4.1 Resource Provisioning Request 

This message is the initial request sent from Teagle to the PTM-PDF so to initiate a Resource 
Provisioning session. Depending on the resource reservation mode desired, a single resource initiation 
request may be used for Authorization only or Reservation only or Commitment only or some 
combination of the above.  
The requests consist of: 

·  Application Identifier 

·  Resource Provisioning Session Identifier 

·  Global IP Address Information 

·  Resource Request Priority (Optional) 

·  Reservation Holding Time  (Optional) 

·  Resource Control Session Information (Optional) 

·  Dynamic firewall working mode (Optional) 

·  Charging correlation information (Optional) 

·  Virtual Connection Profile 

·  Resource Reservation Mode (Optional) 

·  Bearer Event Notification Information (Optional) 

·  NAPT Control and NAT Traversal (Conditional) 

4.2.4.2 Resource Provisioning Response 

This message is sent by PDF to confirm the initial Authorization request from Teagle.  
It consists of: 

·  Application Identifier 
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·  Resource Provisioning Session Identifier 

·  Reservation Holding Time (Optional) 

·  Resource Control Session Information (Optional) 

·  Resource Request Result 

·  Virtual Connection Profile (Optional) 

·  NAPT Control and NAT Traversal Response (Optional) 

4.2.4.3 Resource Modification Request 

This message is sent by Teagle to request the resource modification of an established session to PDF 
and it shall not confuse with the Re-Authorization request message (a.k.a. RAR) that is used in the 
3GPP Gq and TISPAN Gq’ interfaces. In that case the RAR message refers to messages sent by the 
SPDF to the AF in order to indicate a specific action (e.g. indication of bearer loss). 
The session state can be retrieved with the Resource Control Session Information provided by Teagle 
if a stateless PDF is used.  

4.2.4.4 Resource Modification Response 

This message is sent by PDF to confirm the resource modification request from Teagle.  
The information elements are same as Resource Initiation Response. 

4.2.4.5 Resource Provisioning Action Request 

This message is sent by PDF to request a specific Resource Provisioning action (e.g. retrieving the 
service information) for an established session to Teagle as needed.  
It consists of: 

·  Application Identifier 

·  Resource Provisioning Session Identifier 

·  Resource Control Session Information (Optional) 

·  Dynamic firewall working mode (Optional) 

·  Virtual Connection Profile 

·  Bearer Event Notification Information (Optional) 

·  NAPT Control and NAT Traversal Request (Conditional) 

4.2.4.6 Resource Provisioning Action Response 

This message is sent by Teagle to confirm the request of the specific action and provide the service 
information to PDF as needed.  
It consists of: 

·  Application Identifier 

·  Resource Provisioning Session Identifier 

·  Resource Control Session Information (Optional) 

·  Dynamic firewall working mode (Optional) 

·  Virtual Connection Profile (Optional) 

·  Bearer Event Notification Information (Optional) 

·  NAPT Control and NAT Traversal Response (Conditional) 

4.2.4.7 Resource Notification 

This message is sent by PDF to notify Teagle of the bearer resource events.  
It consists of: 
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·  Application Identifier 

·  Resource Provisioning Session Identifier 

·  Resource Control Session Information (Optional) 

·  Dynamic firewall working mode (Optional) 

·  Virtual Connection Profile  

·  Bearer Event Notification Information (Optional) 

4.2.4.8 Termination Request 

This message is sent by Teagle to request the termination of a Resource Provisioning session. It is the 
request for releasing the resources for an established session or individual media flow to PDF.  
The resource release can be session based, flow-based, and a wildcard is used to indicate the release of 
all of sessions related to this client. When a request is received, all of relevant resource is released 
including the bearer event notification settings.  
It consists of: 

·  Application Identifier 

·  Resource Provisioning Session Identifier 

·  Ressource Request Client Information (Optional) 

·  Resource Control Session Information (Optional) 

·  Dynamic firewall working mode (Optional) 

·  Virtual Connection Profile  

4.2.4.9 Termination Response 

This message is sent by PDF to confirm the termination or resource release request from Teagle.  
It consists of: 

·  Application Identifier 

·  Resource Provisioning Session Identifier 

·  Ressource Request Client Information (Optional) 

·  Resource Control Session Information (Optional) 

·  Resource Request Result 

4.2.4.10 Abort Resource Request 

This message is sent by PDF to indicate the loss of all resources for established sessions to Teagle. 
One Abort request may carry the indication of multiple sessions.  
It consists of: 

·  Application Identifier 

·  Resource Provisioning Session Identifier 

·  Resource Control Session Information (Optional) 

·  Timestamp 

·  Reason 

4.2.4.11 Abort Resource Response 

This message is sent by Teagle to confirm the resource abort request.  
It consists of: 

·  Application Identifier 

·  Resource Provisioning Session Identifier 
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·  Resource Control Session Information (Optional) 

4.2.5 Information Elements 

4.2.5.1 Application Identifier  

This identifier is a globally unique identifier for the instance of service control that is requesting the 
operation. 

4.2.5.2 Resource Provisioning Session Identifier  

An identifier for the session that may be composed of multiple media flows requesting the resource 
reservation. 

4.2.5.3 Global IP Address Information 

A set of IP address information for identifying the associated network where the application nodes are 
attached. It can be used for locating the “user domain” that is requesting the transport resource. 
The information considered is the following: 

·  List of Unique IP addresses: The IP address for identifying the subscriber. 

·  List of Address Realms: The addressing domain of the IP addresses (e.g. Subnet prefix or 
VPN ID). 

4.2.5.4 Resource Request Client Information 

This is a set of information sub-elements for the client of Resource Provisioning service. 
The information provided is the Client Name, which is a local identifier for the client requesting the 
resource control. 

4.2.5.5 Resource Request Priority  

The priority level of resource control request  

4.2.5.6 Reservation Holding Time  

This is the value of time interval for which the resource are reserved, requested by Teagle or granted 
by PDF per the information message. 

4.2.5.7 Resource Control Session Information 

This is an optional Information Element to be used only for stateless PDF implementation. 
The resource control session information is used for deriving the session state and other information 
only when a stateless PDF is deployed and only has a local significance between the PDF and 
pertinent parties. 

4.2.5.8 Dynamic firewall working mode 

Service information for dynamic firewall working mode selection  (e.g., security level.) 

4.2.5.9 Charging correlation Information  

The Teagle and PDF may exchange charging correlation information, including resource usage 
information, such as charging ID. 

4.2.5.10 Virtual connection profile 

A Virtual Connection Profile is a set of information sub-elements for a connection: 

·  Virtual Connection Number: An identifier for the connection. 
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·  Type of Service: Indication of service type for the connection (e.g. voice bearer, video 
telephony, and streaming video) which transports aggregate traffic that may be composed 
of data flows and control flows (e.g. RTP and RTCP flows for a call). 

·  Class of Service (Optional): The application service class for the media, which is of local 
significance between the resource request client and PDF (e.g. multimedia – first class) 
and is to be converted to the network service class 

·  Security parameter (Optional): Information for setting secure VPN connections 

·  Priority (Optional): Information for priority handling 

·  Media Flows Description (Optional): A set of additional parameters individuating media 
flows transported with the connection. 

A Media Flows Description is a set of parameters for the individual media flows within a connection: 

·  Flow direction: Direction of the media flow (in->out, out->in, bidirectional), where "in" 
refers to inside the core network so that "out->in" refers to the direction towards the core 
network. 

·  Flow Number: An identifier for the individual media flow within a media session 

·  Gate Status: Indication of enabled or disabled status for a media flow 

·  Protocol Version: The Version of Source and destination unicast network address 
protocol (e.g. IPv4 and IPv6).  

·  IP Addresses/Domains: The source and destination network addresses/Domains. 

·  Ports: The source and destination port numbers. Port ranges shall be supported (e.g. two 
consecutive ports for RTP, RTCP). 

·  Protocol Number: The protocol ID (e.g. UDP, TCP etc.) 

·  Bandwidth: The requested maximum bandwidth. The upstream and downstream BW 
should be provided separately. 

This is an upper limit on the amount of resource (e.g. bandwidth, Class of Service) that may be 
authorized, reserved and committed.  
The Available Resource Information is an optional capability that allows PDF to provide the 
maximum available resource information to the requestor (e.g. bandwidth, Class of Service) if the 
requested resource cannot be permitted. 

4.2.5.11 Resource Reservation Mode 

Resource management can be performed with a: 

·  Single-stage model: reserved resources are immediately available upon successful 
reservation 

·  Two-stage reserve-commit model 

·  Authorize-reserve-commit model 
Therefore the indication of resource reservation mode shall be one of the following: 

·  non-reservation,  

·  reservation only or 

·  reservation + commitment 

4.2.5.12 Bearer Event Notification 

The Information Element contains a set of information sub-elements specifying the request for 
notification of a transport layer event or the notification of the event. This Information Elements 
assumes a different meaning if used in a message from the AF (Teagle) to the PDF and vice versa. 
In the messages sent from the AF (Teagle) to the PDF: 
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·  Service Information Request: This value shall be used when the PDF requests the service 
information from the AF for the bearer event, or indicates that the AF requests the PDF to 
demand service information at each bearer authorization; 

·  Bearer Loss Indicator: subscription for the notification of the bearer loss events; 

·  Bearer Recovery Indicator: subscription for the bearer recovery events; 

·  Bearer Release Indicator: subscription for the bearer release events. 
In the messages sent from the PDF to the AF: 

·  Bearer Loss Indication: notification of a bearer loss event to AF (this event shall be 
detected by the IGW and it corresponds to a detected bandwidth value of 0 kbps); 

·  Bearer Recovery Indicator: notification of a bearer recovery event to AF (this event shall 
be detected by the IGW and it corresponds to a detected bandwidth value passing from 
kbps to another value); 

·  Bearer Release Indicator: notification of a bearer release event. 

4.2.5.13 NAPT Control and NAT Traversal (Conditional)  

A set of information sub-elements indicating the existence of near-end and/or far-end NAPTs 
The events of NAPT control and NAT traversal are not mutual exclusive.  
They can be used in the same information message. 
The information exchanged is different for the request and the response. 
In case of request: 

·  Address Binding Information Request: The Teagle may request for the network address 
and port translation information in support of far-end NAT Traversal 

·  Indication of the presence of far-end NAT traversal: The PDF shall be able to indicate the 
need of the NAPT information (e.g., address latching) in support of far-end NAT 
traversal 

·  Indication of the presence of near-end NAT traversal: The PDF shall be able to indicate 
the deployment of near-end NAT to Teagle for modifying application signalling message 
body (Optional).  

In case of response: 

·  Address Binding Information Response: The PDF may perform the NAPT control, obtain 
the address binding information, and request the Teagle to modify signalling messages 
accordingly based on network address hiding policy decision.  

·  Indication to the PDF for the confirmation of the need of far-end NAT traversal 
Whenever it is requested to modify signalling messages according to the network address hiding 
policy it is necessary to introduce an Application Level Gateway function on both sides of the 
network.  

4.2.5.14 Resource Request Result 

Indication of the result for a resource request (initiation, modification, release). 

4.2.5.15 Timestamp 

This is the time when the resources were lost. 

4.2.5.16 Reason 

Information of the cause for an event (e.g. Abort event) 
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5 Site Transport Management 

5.1 Overview 
In this clause we depict Site Transport Management as defined by PII. Site Transport Management 
(SiteTrMgmt) realizes Virtual Customer Testbeds (VCT) and defines mappings of virtual test 
networking environments to the underlying transport networks available. Panlab’s SiteTrMgmt acts as 
a convergence layer to adapt the heterogeneity of transport infrastructure to the Panlab framework. 
Note that SiteTrMgmt focuses on test site internal connectivity; control of links and virtual networks 
spanning multiple test sites is out of scope.  
A common interface is defined towards PII’s higher layer control and orchestration logic that abstracts 
details of the underlying transport networks while still preserving access to transport network specific 
details. SiteTrMgmt should allow integration of arbitrary transport networks and consequently, for 
each transport network technology dedicated sub-convergence layers are required for adaptation. 
A detailed description of the services offered by Panlab’s SiteTrMgmt is available in the 
accompanying deliverable D2.3. 

5.1.1 SiteTrMgmt Requirements 

SiteTrMgmt defines services usable by Panlab’s higher layer orchestration logic to create VCTs. In 
particular, Panlab’s Site Transport Management framework must deal with the following 
requirements.  

·  Enable PII to manage arbitrary transport networks in a transport agnostic manner (where 
applicable) without hindering PII to access transport specific parameters (if required). PII 
utilizes a higher layer transport agnostic logical network description of Virtual Customer 
Testbeds (VCT) that is mapped to the underlying transport infrastructure by the SiteTrMgmt. 
The SiteTrMgmt convergence layer must split a VCT into suitable Virtual Customer Links 
(VCL) and map these to the underlying transport infrastructure. 

·  Due to the privacy and security requirements defined in deliverable D2.1 each testing session 
must be executed in a private virtual environment, separated from other testing sessions 
conducted in parallel and thus, ensuring an appropriate level of confidentiality for all testing 
parties. When mapping Virtual Customer Testbeds (VCT) to a physical transport substrate 
Panlab’s SiteTrMgmt must ensure a proper level of security either by physically or logically 
separating testing sessions executed in parallel. In addition customers must be refused to alter 
VCT mappings by changing configuration parameters of the physical transport substrate. 
Therefore, test site provider and Panlab must jointly ensure a proper security policy for the 
transport network devices (e.g. securing access to switches, routers, etc.). 

·  A customer may have defined QoS related constraints for an end-to-end path between a pair of 
remote testing resources in a VCT. The physical instantiations of all VCLs defined in a VCT 
must fulfil these customer defined constraints. A local test site transport network provides a 
sub-path of the overall end-to-end path connecting a pair of resources, and therefore, it must 
support the required service level agreement of the end-to-end path. The SiteTrMgmt 
framework must take into account the QoS capabilities of the underlying transport networks 
when making a VCL mapping decision. 

·  The SiteTrMgmt framework uses services offered by the underlying transport substrates to 
realize physical instances for VCLs. The SiteTrMgmt framework must comprise sub-network 
convergence layers to control the services of the underlying transport substrates via their 
native UNI. For Ethernet like services, the Metro Ethernet Forum has defined an enhanced 
framework for creation of Ethernet Virtual Connections (EVC for P2P connections) and 
Ethernet Virtual LANs (EVL for MP2MP connections). Consequently, such sub-network 
convergence layers must be realized for any different UNI defined. Regarding Ethernet 
networks, besides a MEF compliant UNI, a legacy Ethernet transport networks may also be 
used for creating VLANs as VLC instances using a rudimentary and simplified model. 
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·  Support for user defined connectivity paradigms must be available. Customers may require 
specific connectivity between a pair of remote testing resources located on different layers of 
the ISO/OSI stack, e.g. a direct link for Ethernet frames or direct switching of dedicated 
wavelengths. Encapsulation and tunnelling is provided by dedicated edge nodes in the Panlab 
framework known as Interconnection Gateways. Here, the SiteTrMgmt provides a suitable 
link between the host resource and the encapsulating edge node. Note that a distributed testbed 
may comprise customer controlled connections between test resources that are out of scope of 
Panlab’s SiteTrMgmt and consequently, must be configured manually by the customer. 

·  The SiteTrMgmt framework should allow automated deployment of VCT mappings on the 
physical transport network. Any transport network deployed at a testing site and implementing 
the control interface as defined in this section should allow automated deployment of VCTs. 
 

5.1.2 SiteTrMgmt and E2E Link Provisioning 

Typically, Virtual Customer Testbeds will span multiple testing sites connecting distributed resources 
with each other. Consequently, end-to-end links (or virtual LANs) between resources may span 
multiple test sites. Such internetworking between test sites is based on forwarding and tunnelling 
services provided by Interconnection Gateways in the Panlab architecture. From the SiteTrMgmt 
framework’s perspective, an IGW defines an endpoint similar to any other host resource. Control of an 
IGW’s services to build a SLA compliant end-to-end link spanning multiple distributed test sites is out 
of scope of the SiteTrMgmt. 
Editor’s note: This functionality (calling an IGW’s services to setup and teardown dedicated inter-
connects between test sites) must be defined separately. It seems that WP2 and WP3 have agreed to 
control this setup in WP3’s core orchestration logic.  
Panlab compliant site transport networks convey traffic of a dedicated type either between resources 
located within the same site or between a local resource and an IGW providing tunnelling and 
encapsulation services. Such edge nodes like the IGW may provide further encapsulation services like 
Layer3-based VPNs (like IPsec), Pseudo Wire Emulation Edge-to-Edge (PWE3) (for transferring 
different frame types between test sites like e.g. Ethernet frames or SONET/SDH), or attach directly to 
enhanced transport networks (e.g. optical networks) for spanning the distance between local and target 
test site.  
The capabilities of these edge nodes define the types of end-to-end link emulation available to a 
customer. A site transport substrate focuses on the provisioning of connectivity between the local 
resource and the encapsulating edge node. However, whether a specific transport substrate is suitable 
for realizing an end-to-end connection depends on the edge node capabilities and attached long-
distance transport networks. Consequently, PII defines a control entity that controls the entire end-to-
end path setup process by interacting and querying the capabilities of edge nodes and transport 
substrates. 

5.1.3 VCT Scheduling 

Distributed testbeds are ephemeral in nature, i.e. all resources allocated for a dedicated testing session 
are released once the testing period has elapsed.  
SiteTrMgmt provides a reservation service for the local test site for coordination of time dependent 
resource allocation requests. 
SiteTrMgmt comprises a functional entity for admission control that contains the connectivity matrix 
(connectivity options) for all host resources, i.e. full knowledge about topology, link capacities, and 
assigned bandwidth. 
A reservation obtained by Panlab’s higher layer core logic and ensured by SiteTrMgmt must be 
realized at the negotiated testing session date. However, in case of a failure e.g. due to hardware 
failures or outages, SiteTrMgmt should try to reroute traffic and to fulfil the requested service level 
agreement by remapping the affected VCL.  



PII Deliverable D2.2 

Page 38 of (47)  © PII consortium 2009 

The core logic must be able to handle error conditions either by indicating the incident to the customer 
or by recalculating the testing session (e.g. reallocation of a different host resource) and conducting a 
new reservation. 
Reliability of the reservation service depends on the policies for the allocating of residual bandwidth 
to individual sessions applied by the admission control functional entity. SiteTrMgmt allows the 
Panlab core logic access to these parameters in order to minimize the probability of failed reservations. 

5.1.4 Prerequisites and Functional Entities 

In order to provide its services, SiteTrMgmt maintains the following databases: 

·  A list of available transport networks in the local test site. 

·  A connectivity matrix depicting all physical host resources including their NICs and their 
actual attachments to transport networks’ attachment points. 

·  A database storing reservations for dedicated physical links including time information. 
In order to provide its services, SiteTrMgmt maintains the following functional entities (FE): 

·  An admission control FE maintains time-dependent reservations of physical resources and 
their mapping to VCLs over all available transport networks. It stores dynamic parameters 
(allocated amount of bandwidth per test session and physical link). 

·  A topology FE supports the admission control FE in maintaining the topology of all transport 
networks in the local test site. It stores static parameters (e.g. bandwidth per physical link, 
queue length, etc.). 

SiteTrMgmt defines two sub-functions for discovering necessary information regarding: 

·  Transport networks, 

·  Physical links within transport networks, 

·  And available host resource attachments to transport networks. 
 

5.2 Overview of SiteTrMgmt Services 

5.2.1 Discovery service 

The discovery service supports Panlab’s higher layer entities to determine connectivity options 
between a set of host resources.  
A VCT comprises a set of VCLs (as MP2MP links = virtual logical LANs). For a VCL multiple 
connectivity options may co-exist in parallel using different transport substrates. The discovery service 
supports Panlab’s core logic in determining whether a specific set of host resources can be connected 
following all additional constraints like service level agreements or specific user requirements for 
connectivity (layer 1, 2, 3 type of connectivity).  
 
Note that this service is limited to a local test site. End-to-end services are handled by Panlab’s core 
logic and are out of scope of SiteTrMgmt. 
 
SiteTrMgmt assigns all physical VCT mappings a unique identifier for storage and later retrieval. 
When communicating to the SiteTrMgmt the core logic must use the mapping identifier for reference 
purposes. 
 
SiteTrMgmt sends a reply to an incoming discovery request either indicating that at least one mapping 
is available fulfilling all constraints or a failure. 
The physical VCT mapping may be used by the core logic to either make a reservation or to 
reformulate its discovery request.  
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During discovery phase, no physical resources are allocated to a testing session, i.e. identical resources 
may be used within two discovery requests received by SiteTrMgmt in parallel. Service using higher 
layers must be enabled to deal with a situation where a reservation for a mapping obtained during an 
imminent preceding discovery cannot be realized due to a race condition.  
A physical VCT mapping as defined during the discovery phase is independent from any timing 
constraints. 
 
All physical VCT mappings are stored for a dedicated timing period by SiteTrMgmt for later reuse. 
This information is a soft-state entity and becomes invalidated once the accompanying timer expires. 
This timer is configurable per VCT mapping via SiteTrMgmt’s management entity.  
 
Higher layer entities may create an arbitrary number of physical VCT mappings in the SiteTrMgmt 
database.  

5.2.2 Reservation service 

Due to the ephemeral nature of VCTs, an agreement for a physical instantiation of a VCT is bound to a 
specific time period. This contradicts with common admission control and resource allocation schemes 
that are aiming towards management of imminent allocation. SiteTrMgmt provides a transport 
agnostic resource allocation scheme to Panlab’s core orchestration logic aware of testing sessions’ 
schedules.  
 
The reservation service allows higher layers to actually reserve a physical VCT mapping for a 
dedicated time period. Here, physical resources are allocated in a fixed manner to a testing session. 
SiteTrMgmt ensures avoidance of collisions among various reservations. If a reservation has blocked a 
resource, other reservations for the same time period and resource will fail.  
 
SiteTrMgmt maintains a database of scheduled VCT mappings and assigned physical resources. 
SiteTrMgmt supports higher layer entities to determine whether a specific VCT mapping reservation 
will succeed or fail for a specific time period. Beyond a scheduled testing session period the physical 
VCT mapping becomes invalid and all assigned transport network resources may be allocated to 
another testing session.  
 
All scheduled VCT mappings are assigned a unique identifier. Note that this identifier is different 
from the identifier used for referring to VCT mappings with no timing reference. This identifier must 
be used by higher layer entities to refer to this scheduled VCT mapping for all subsequent commands.  

5.2.3 Provisioning service 

The provisioning service is used to actually deploy a physical VCT mapping. The provisioning service 
is triggered by a higher layer entity at the negotiated time. The provisioning service reads the physical 
VCT mapping from its local database and allocates all agreed resources accordingly. SiteTrMgmt 
contains a number of convergence layers to handle available transport networks and to encapsulate all 
details of the native UNIs.  
The final outcome of this provisioning phase is indicated to the higher layer entity that actually made 
the reservation. A scheduled VCT mapping stored in SiteTrMgmt’s database must contain an identifier 
for this higher layer entity enabling SiteTrMgmt to contact the calling entity.  
 
A provisioning may fail due to hardware outages (either intentionally or unintentionally). If 
SiteTrMgmt detects a failure, it should attempt to realize the scheduled VCT mapping with alternative 
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resources. It should send a notification to the higher layer entity whether such a spontaneous 
reconfiguration is successful or not.  
 
When a higher layer misses to actually trigger a VCT mapping provisioning SiteTrMgmt will not 
deploy the VCT and may assign all resources reserved for other purposes.  

5.2.4 Monitoring service 

The monitoring service supports higher layer entities in documenting a testing session by creating 
traces or observing actual service level conditions.  
The monitoring service may allow higher layer entities definition of trace points depending on the 
adopted transport substrate.  
When plain connectivity is required IETF based monitoring frameworks may be adopted (see D2.2 
Section 6 for details regarding the IPfix framework). In Ethernet based networks the monitoring 
service may offer tracing via dedicated monitoring ports at user defined trace points in a VCL.  
 
The monitoring service should allow definition of trace points at arbitrary measurement points in the 
physical VCT mapping. SiteTrMgmt may define measurement functionality to supervise service level 
agreements. In addition, SiteTrMgmt should use any services offered by the underlying transport 
substrates for service monitoring. When SiteTrMgmt detects a variation in the negotiated service level 
agreements (either by self-conducted measurements or upon notification received by a transport 
substrate), it must send a notification to the higher layer entity indicating the failure. Self-monitoring 
functionality in SiteTrMgmt is for further study. 
 
Note that this monitoring service is solely used for Panlab internal monitoring, fault detection and 
performance measurement for the underlying transport substrates. Customers may define own 
monitoring functionality within  their VCT to conduct further service measurements independent from 
SiteTrMgmt.  

5.3 Support Functionality 
The following support functionality is defined for SiteTrMgmt. 

5.3.1 Transport network discovery function 

SiteTrMgmt maintains a database of all available transport substrates in the local test site. It defines 
two registration procedures to gain knowledge about the availability of transport substrates and to 
create new transport network descriptors: 

·  Type 1 registration covers manual registration of a transport network. 

·  Type 2 registration is an automated process using the communication subsystem of the Panlab 
Testbed Manager to detect and register existing transport networks. The PTM communication 
subsystem is used to query a found transport network for its capabilities. 

A transport network resource entry is defined as follows: 
 Transport-Network-Descriptor ( 
  Transport network identifier, 
  Transport network CP-SAP address, 
  Transport network ME-SAP address, [optional] 
  Transport network type identifier,  
  Transport network specific data 
  ) 

·  The transport network identifier is a unique identifier for identifying the transport network 
within the scope of the local test site. 



Deliverable D2.2 PII 

© PII consortium 2009 Page 41 of (47)  

·  The transport network CP-SAP address defines the address for the transport network’s control 
plane service access point. This is the CP-SAP used to activate specific services within the 
transport network. 

·  The transport network ME-SAP address defines the address for the transport network’s 
management entity service access point. This is the ME-SAP used to set/get specific 
management parameters in the transport network. Note that the ME-SAP may not be present 
in a transport network and hence, this parameter is optional. 

·  The transport network type identifier is a constant depicting the transport network’s category, 
e.g. MEF [X] compliant Ethernet network, optical network, and so on. The type identifier 
defines the further structure of the transport network specific data field that contains further 
data required for managing the transport network. 

Editor’s note: The address syntax has to be adopted from the definitions made for the PTM/RA 
architecture. Resource type constants are defined in an accompanying implementation document. 
Editor’s note: The process of finding transport networks via the PTM communication subsystem is 
FFS. 

5.3.2 Host resource attachment discovery function 

This discovery function is used to determine physical attachments between host resources and 
transport networks. SiteTrMgmt maintains a database of host resource descriptors that comprise the set 
of available network interface cards per host and the transport networks each NIC is connected to. 
A host resource descriptor entry is defined as follows: 
 Host-Resource-Descriptor ( 
  Host resource identifier, 
  List of physical port associations, 
  List of logical port associations [optional] 
  ) 

·  The test site unique host resource identifier is assigned by Panlab/PTM to the host resource. 

·  A physical port association depicts a physical attachment between a network interface card in 
the host resource and a dedicated physical transport network port.  

·  A logical port association depicts a logical attachment between a network interface card in the 
host resource and a logical port defined by the transport network. This parameter is optional. 
Note that a logical port in contrast to a physical network port may move dynamically from one 
physical transport network port to another. Such functionality may be required for future 
sophisticated transport network control planes. 

 
Two discovery methods are defined for maintaining such host resource descriptors: 

·  Type 1 registration defines manual maintenance of host resource descriptors. 

·  Type 2 registration defines automated discovery of physical and/or logical port associations. 
 
A host resource attachment may change due to administrative reasons, e.g. a relocation of a host 
resource combined with a reattachment. A reattachment must be detected by the SiteTrMgmt 
framework either by manual re-registration or in an automated manner.  
Editor’s Note: The automated detection of host resource attachments is FFS. 
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6 Monitoring and Data Repository  
We identify and describe the interoperability issues resulting from monitoring mechanisms. All 
testbeds must somehow conform to a common way of monitoring their components and configuring 
the monitoring mechanisms. Furthermore, when data are collected they have to be transported to the 
data repository in order to become available to the Customer. This implies the presence of a common 
protocol like IPFIX and a common data format to support store and access to the data. 

6.1 The requirements for monitoring and collecting results 
There are 2 major requirements in deliverable 2.1 stating:  
##D21- Testing##M.0850 : The PII platform shall provide means for Customers to properly monitor 
their tests and the involved PII resources 
##D21- Testing##M.01050: The PII platform shall allow Customers to securely collect the results of 
the tests they run 
These high level requirements are further developed into the following statements 

·  The platform shall enable to monitor connections between testbed resources located in different 
testbeds and continuously verify the inter-connection quality of service parameters for this 
connection. 

·  To add versatility to the monitoring framework, the PII framework should provide means to 
define monitoring points within testbeds and trace message exchanges in a dynamic manner.  

·  The PII quality assurance framework must be enabled to verify the proper setup of a partitioned 
end-to-end path, e.g. in terms of security for partitioning parallel testing sessions. 

·  To enhance the establishment and functionality of the quality assurance framework, The PII 
architecture must allow the PII quality assurance framework to supervise the service level 
agreements by actively monitoring arbitrary connections within a testbed.  

6.2 The candidate technologies 
Monitoring means shall permit on demand of the customer to set a number of observation points in 
place in various points of the network, and to collect and process the measurements done at these 
observation points, and then send the resulting collection of data to a common repository from where 
the customer can read and analyse the information.  
Monitoring means shall permit to perform operations and measurements such as :  

·  Quantitative follow up of utilisation of resources and services. 

·  Charging and billing 

·  Traffic analysis (volume, duration, …) 

·  Problem detection 

·  Intrusion detection 

·  QoS control 
Because of the unforeseeable versatility of the different test-bed components entering into the 
federation process, it is of absolutely mandatory to have common means to export the data as well as a 
common format for storing and retrieving the data.  
The candidate technology for implementing means shall therefore be accessible in a standardized way  
to all companies willing to join the PanLab community and offer test-bed components. 

6.2.1 IPFX and Netflow protocols 

IETF has developed a protocol aiming at providing a common standard to export over the network 
information related to IP flows from an originator (a router, a probe or a switch) towards a collector 
for further analysis of the traffic.  
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The IPFIX  protocol (RFC 3917) is based on the existing NetFlow v9 protocol. NetFlow is a network 
protocol developed by Cisco Systems for collecting IP traffic information. It's proprietary, but open, 
and supported by other platforms. The NetFlow feature enables to generate NetFlow records which 
can be exported from the router in User Datagram Protocol (UDP) or Stream Control Transmission 
Protocol (SCTP) packets and collected using a NetFlow collector.  
Network Flows are defined as being for instance as a unidirectional sequence of packets all sharing all 
of the following 7 values: 
1. Source IP address 
2. Destination IP address 
3. Source port for UDP or TCP, 0 for other protocols 
4. Destination port for UDP or TCP, type and code for ICMP, or 0 for other protocols 
5. IP protocol 
6. Ingress interface 
7. IP Type of Service 
The router shall output a flow record when it determines that the flow is finished. It does this by flow 
aging: when the router sees new traffic for an existing flow it resets the aging counter. Also, TCP 
session termination in a TCP flow causes the router to expire the flow. Routers can also be configured 
to output a flow record at a fixed interval even if the flow is still ongoing. In Flexible NetFlow (FNF) 
an administrator could actually define flow properties on the router. 
NetFlow Records can contain a wide variety of information about the traffic in a given flow such as 
the following: 

·  Version number 

·  Sequence number 

·  Input and output interface indices used by SNMP (ifIndex in IF-MIB). 

·  Timestamps for the flow start and finish time, in milliseconds since the last boot. 

·  Number of bytes and packets observed in the flow 

·  Layer 3 headers:  

·  Source & destination IP addresses 

·  Source and destination port numbers 

·  IP protocol 

·  Type of Service (ToS) value 

·  In the case of TCP flows, the union of all TCP flags observed over the life of the flow. 

·  Layer 3 Routing information:  

·  IP address of the immediate next-hop along the route to the destination 

·  Source & destination IP masks. 
It can include all of these fields and can optionally include additional information such as 
Multiprotocol Label Switching (MPLS) labels and IPv6 addresses and ports, 
By analyzing flow data, a picture of traffic flow and traffic volume in a network can be built.  
Internet Protocol Flow Information Export  (IPFIX) is an IETF working group which was created to 
develop a common, universal standard of export for IP flow information from routers, probes, and 
other devices that is used by mediation systems, accounting/billing systems, and network management 
systems and to facilitate services such as measurement, accounting, and billing. The IPFIX standard 
will define how IP flow information is to be formatted and transferred from an exporter to a collector.  
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 Figure 12 – Basic IPFIX Architectural Components  

 
IPFIX considers a flow to be any number of packets observed in a specific timeslot and sharing a 
number of properties, e.g. "same source, same destination, same protocol". Using IPFIX, devices like 
routers can inform a central monitoring station about their view of a potentially larger network. 
IPFIX is a push protocol, i.e. each sender will periodically send IPFIX messages to configured 
receivers without any interaction by the receiver. 
IPFIX prefers the Stream Control Transmission Protocol as its transport layer protocol, but also allows 
the use of the Transmission Control Protocol or User Datagram Protocol. 
IPFIX looks as being a candidate for an industry standard.  

6.2.2 IPFIX adequate for Panlab 

To be adequate for the Panlab purposes, such a technology should include:  

·  Means for defining observation point in the network 

·  A metering process for processing and recording of all data measured in the IP flow. The 
metering process shall analyse packets at a given measurement point and perform a 
number of actions such as capturing the header, put a time stamp etc … 

·  A process (protocol and data format) for exporting information over the IP flows 

·  Means to transport the information over the IP flows  

·  Means for security in the export process 

·  Means for collecting all the records received from the exporting process (common data 
format for storage).  

RFC 3917 has been created with the purpose to elicit the requirements of such a protocol and followed 
by specifications of the protocol itself. .  

6.3 Application of the IPFIX technology to the PII requirements 
To offer the right means for monitoring and collecting information, the PII platform shall include the 
related components at different points of the architecture as represented in the following figure. As 
IPFIX has been identified as a good candidate for fulfilling the monitoring needs of Panlab, this 
section introduces how the IPFIX components shall be distributed in the Panlab architecture as 
represented in the following figure 

·  Include observation points in the testbed components. This is where the IP traffic is going 
through and where a specific measurement can be required.  

·  Include means for exporting data in the testbed components. Measurements related to one 
testbed are then exported to the collecting function.  
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·  Include an adaptor function into the Resource Adapter Layer such as to adapt all kind of 
exported data to the IPFIX format.  

·  Include means for receiving and collecting the exported data in the IPFIX format: 
collection is done per testbed but the monitoring UI is giving access to the different data 
repository located in the testbeds. 

 
Figure 13 – Mapping of IPFIX onto PII Arcitecture 

 

6.3.1 Observation points 

Definition as given in RFC 3917: The observation point is a location in the network where IP packets 
can be observed. Examples are a line to which a probe is attached, a shared medium such as an 
Ethernet-based LAN, a single port of a   router, or a set of interfaces (physical or logical) of a router. 
Note that one observation point may be a superset of several other observation points.  For example 
one observation point can be an entire line card.  This would be the superset of the individual 
observation points at the line card's interfaces. 
It is therefore under full responsibility of the testbed provider to include such observation points in the 
hardware and software elements of the components. Observation points should be defined as specific 
ports of the testbed.  

6.3.2 Metering and exporting  

The following functions are described taking the IPFIX format as an example. Other formats are 
possible but it is then the role of the adaptor at the “resource adaptation layer” to perform the right 
adaptation. 
The metering process generates records flows. It reads packet headers and if the header matches 
specific constraints, the metering process captures the header with some more information such as a 
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timestamp. It also includes some more information in the flow for creating a “record” including also 
statistical information, expiration of the flow and transfer to the export function.   
There can be several metering processes for one testbed.  
The metering process shall offer the following features:  

·  Reliability – detection of overload and reporting.  

·  Sampling with parameters 

·  Adaptation in case of overload 

·  Time stamping each packet in a flow. 

·  Synchronization od dating with UTC 

·  Detection of flow expiration.  

·  Identify multicast flows.  

·  Handle fragmented packets.  

·  Ignore port-mirroring 
The export process  
The export process is sending data to a collector. That collector potentially receives data from several 
metering/ exporting points. It is therefore mandatory to define and share common models for the 
records exports. The IPFIX protocol recommends agreeing on definition for:  

·  Information Model: a list (extensible) of attributes for a flow potentially present in a flow 
record. These attributes can be “IP version”, IP_SRC/DST, IP_PROT_TYPE, 
PORT_SRC/DST, byte counter, packet counter, ToS, Flow Label, label MPLS, 1st / last packet 
timestamp, identification of the observation point, unique identifier of the exporting process, 
ICMP type/code, input interface, output interface, TTL…next hop IP, next hop BGP…etc.  

·  Data model describing of the information is represented in a flow record. This model shall be 
extensible for adding new possible attributes. 

Parameters for this data model can be: 

·  Format of exported data wrt. selected attributes 

·  Collector process destination.  

·  Time interval for sending the information 

·  Notifications to be send in case of specific event.  

·  Anonymous or not flows.  
These 2 models have then to be shared with the collector for the decoding of the records.  
For detailed specification, refer to http://tools.ietf.org/html/rfc3917#page-4 .  
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7 Conclusions  
In this deliverable we have proposed the interoperability framework to be adopted in PII by 
identifying the major areas that interoperability must be supported: Customer-Panlab Office 
interactions, Modelling, Interconnectivity, Resource provisioning and Monitoring.  
Of primary importance for the goals of PII has been the functionality of interconnectivity and how it 
can efficiently be supported through the definition of a number of interfaces. To this end, IGW has 
been identified as the most important architectural component, required to support a series of functions 
as it is located in a strategic connection point, namely, at the border of the interconnected testbeds. The 
detailed architecture and functionality of IGW has been presented together with the configuration 
interfaces (U2, U3, I1, I2, and T2). This will be the first resource that will be implemented and 
deployed during the first trials of PII.  
This framework also bears a lot of similarities with similar attempts to address interoperability in 
heterogeneous environments and in various manifestations where there is a need to communicate and 
interconnect. This explains why it has been decided to align the framework and the PII architecture 
with existing activities that occur in NGN and in IPFIX. The former faces the problem of integrating 
various QoS mechanisms and models across different access networks and technologies while the 
latter the problem of a common monitoring infrastructure and mechanisms for collecting and 
transporting monitoring data. PII will adopt and adapt as required the findings of the corresponding 
working groups in the PII interoperability framework thus avoiding re-inventing the wheel and saving 
considerable time. This deliverable has provided a view on how this could be done for the purposes 
and goals of PII. 
This deliverable together with the deliverable produced by Task 2.3 that describes the other key 
architectural component of PII testbeds, the PTM, will provide the basis and drive the implementation 
efforts in the future. As interoperability is a dynamic subject and is closely related with the 
implementation, updates of the current framework will be given in future deliverables of PII in other 
active tasks after the completion of this task, task 2.2. 


