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Abstract 
The project Pan European Laboratory Infrastructure Implementation (PII) addresses the need for large-
scale testing facilities in the communications area by implementing an infrastructure for federating 
testbeds among innovations clusters. It builds upon the Panlab Specific Support Action which received 
funding by the European Commission’s Sixth Framework Programme. This document reports on the 
extensive implementation efforts realized in WP3 delivering a functional Teagle framework. Version 2 
of this document includes the work on the policy engine that was performed separately. 
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Executive summary  
The objective of the PII project is to implement an infrastructure for federating testbeds among 
regional innovations clusters. It builds upon the Panlab Specific Support Action which received 
funding by the European Commission’s Sixth Framework Programme and defined a framework for 
the interconnection of independent testbeds and laboratories so as to facilitate the establishment of a 
Pan-European Laboratory. The concept of such a Pan-European Laboratory is based on the federation 
of distributed test laboratories and testbeds that are interconnected and provide access to required 
platforms, networks and services, to demo, trial and evaluate new technologies, system solutions and 
telecom service concepts. 
This document serves as the implementation report and, together with the WIKI [3], as documentation 
for D3.6 [8], the Teagle prototype. The document lists the details around the Teagle framework 
implementation that consists of several internal components, e.g. the Portal, the Repository, the 
Orchestration Engine and others. 
Overall, the implementation of a feature-rich Teagle framework could be delivered in a reasonable 
timeframe supporting the other project work packages such as WP5 and WP1.   
The code that has been developed for D3.6 will mostly be released as Open Source. There is already 
an Open Source Project established at BerliOS [4] [5], the second largest Open Source Community 
Portal. However, the final licensing decisions have not yet been taken for all Teagle components. 
Among the discussed licenses are GPL, EPL, BSD, and MIT licenses.   
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1 Introduction 
The idea and name of Teagle (being a “Testbed Google”, a search engine for testbeds) was born 
during the course of FP6 SSA Panlab. Since then, the focus and feature set of Teagle has been 
extended considerably. Today, Teagle is much more than simply an engine providing information. It is 
a complete federation control unit that describes and controls arbitrary and heterogeneous resources 
across administrative domains. As such, Teagle has evolved from a standalone application into a rich 
framework of components that rely on each other to deliver the service of a customer facing federation 
frontend. Today Teagle consists of: 

·  A web portal 

·  A model-based repository 

·  A graphical testbed design and configuration environment 

·  A request processor 

·  A policy engine 

·  An orchestration engine 

·  A gateway (towards the underlying federation framework interfaces) 
Below Teagle, the overall Panlab federation architecture relies on domain managers (Panlab Testbed 
Manager, PTM) with pluggable resources adaptors (RA) and interconnection gateways. The domain 
managers control resources inside the Panlab Partner domains while dedicated interconnection 
gateways (IGW) control the network connections between Panlab Partner domains.  
Today, Teagle receives attention from various academic and industrial groups and organisations. 
However, users so far still consist mainly of Panlab Partner organizations. Access to external 
organizations and individuals has only been granted for demonstration purposes and only in 
exceptional cases. This is due to the fact that the Panlab Office has not yet been kicked-off officially at 
the time of writing. The office is needed to maintain the relationship with Panlab customers and to 
define the rights and duties on both ends. Without this formal establishment of legal and operational 
agreements, Panlab Partners are exposed to resource misuse.  
The code that has been developed for D3.6 will mostly be released as Open Source. There is already 
an Open Source Project established at BerliOS [4] [5], the second largest Open Source Community 
Portal. However, the final licensing decisions have not yet been taken for all Teagle components. 
Among the discussed licenses are GPL, EPL, BSD, and MIT licenses.   
The remainder of this document is organized as follows: section 2 introduces Teagle and its inner 
components and explains technical details and implementation decisions. Section 3 analyses how far 
the requirements defined as part of D3.2 [6] and D3.3 [7] have been met by the implementation 
delivered by D3.6 [8].  
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2 The Teagle Framework 
This section gives a detailed overview of the Teagle Prototype delivered by D3.6 [8]. Subsection 2.1 
introduces the overall Teagle. All the Teagle components are then further discussed in the remaining 
subsection of section 2. 

2.1 Overall Teagle Architecture and Interfaces  
Figure 1 shows a high level view on Teagle, its architecture, inner components, and interfaces.  
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Figure 1 - Teagle High Level Architecture 
The following subsections explain the inner workings of each component, its interfaces, and 
technology choices.  
Today, Teagle implements all components displayed by Figure 1: 

·  A web portal (see section 2.2) 

·  A model-based repository (see section 2.3) 

·  A graphical testbed design and configuration environment (see section 2.5) 

·  A request processor (see section 2.5) 

·  A policy engine (see section 2.4) 

·  An orchestration engine (see section 2.6) 

·  A gateway (towards the underlying federation framework interfaces) (see section 2.7) 
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2.2 The Web Portal 
The Teagle Portal [2] is a website that is the primary contact point for customers and partners to use 
Teagle tools and interact with Panlab resources. 
A typical user wanting to search the Teagle resource inventory for a suitable test environment 
normally does this using the website. Similarly, a testbed operator that wants to join the Teagle 
infrastructure by making his resources available to Teagle customers will register his organization 
using the functions that the portal provides. 

 
Figure 2 - Teagle Portal Screenshot 

2.2.1 Pages accessible without a Teagle account 

The following pages are accessible without having an account for the Teagle Portal: 

·  News: The latest news from the Project. It is also available as RSS feed (http://www.fire-
teagle.org/feed.rss). 

·  Results Repository: [not yet operational] Panlab users can publish their test results here later. 

·  Tutorials: Tutorials about the use of Teagle and the Panlab offerings in general. 

2.2.2 Additional Pages accessible as a member 

The following pages are accessible for all users who have an account as a “member”. They can use the 
VCT tool but they cannot create Resources or PTMs. 

·  Edit Account: [trivial] 

·  VCT design: The VCT tool can be launched from this page. The change log of VCT tool is 
shown here too. 
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2.2.3 Additional Pages accessible as a partner 

The following pages can be accessed by all users which have an account as “partner”. They can use 
full functionality of the Teagle Portal including the creation of Resources and PTMs. 

·  VCT control : in this section all managing functions regarding Resources, PTMs, and VCTs are 
located. 

·  VCTs: All VCTs of the different organizations the user is assigned to (usually one user is 
only assigned to one organization) with respective components and status fields are 
displayed. A planned feature is to allow tracing of network traffic for selected VCT 
components, enable viewing traces online, via WireShark, or saving them for later 
analysis (see section 2.10). 

 
Figure 3 - VCT page 

·  Resources: Lists all resources registered in Teagle with detailed information. 

·  My Resources: Lists all resources of the different organizations the user is 
assigned to (usually one user is only assigned to one organization). Here the user 
can manage his resources (edit or delete them). 

·  Resource Registration: Page for registering new resources in Teagle. This is 
where Panlab Partners go to register resources offered by their domain. The 
reworked Resource Description Wizard now offers the possibility to describe the 
resources in more detail: description and URL fields for the resource itself are 
added as well as help fields for every parameter. The help fields show up 
automatically when the mouse is moved over the respective captions and/or input 
boxes.   
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Figure 4 - Resource Description Wizard 

·  PTMs: Lists all PTMs registered in Teagle. 

·  Organizations: Lists all organizations which are needed to assign the created 
components to an organization. 

·  my PTMs: Lists all PTMs of the different organizations the user is assigned to 
(usually one user is only assigned to one organization). Here the user can manage 
his PTMs. When editing a PTM there is the new option of editing supported 
resource types where the user can specify which resource types the PTM offers. 
This is useful when certain resource types are offered by several organizations (e.g. 
a MySQL server).  

2.2.4 Used techniques and technologies 

The Teagle Portal consists of JSP files which are deployed on a tomcat web server connected to an 
Apace Web Server via mod_proxy. A MySQL database is used to store information like the news 
descriptions. 
The communication with the repository is done via the same Java classes the VCT Tool uses for 
repository queries. 

2.2.5 Sitemap 

All pages from the Teagle Portal as an overview: 

·  Home 

·  News 

·  Results Repository 

·  Tutorials 
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·  Members Area 

·  Edit Account 

·  VCT design 

·  VCT control 

·  VCTs 

·  Resources 

·  My Resources 

·  Resource Registration 

·  PTMs 

·  Organizations 

·  my PTMs 
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2.3 The Repository 

2.3.1 Background 

When designing the Panlab Repository, a number of existing architectures and methods were 
examined, which enabled the decoupling of client applications from the data access mechanism. 
Service Data Objects (SDO) [13] and XML-RPC [14] appeared as good choices. They both used 
HTTP for transfer purposes and there are a number of supporting implementation libraries and 
frameworks already available. However, SDO required a large amount of supporting technology and 
significant buy in from client application developers. XML-RPC, while easy to work with, leads to the 
re-creation of interfaces for data management purposes with the addition of each entity. This has been 
observed as one side-effect of RPC and SOAP style development. 

2.3.2 Software Architecture 

The Repository provides access to coherent data gathered from diverse sources of the Panlab 
architecture components and provides it through a standards-based interface to an equally diverse set 
of applications and architectural components.  
With these requirements in mind, a RESTful (REpresentation State Transfer) architecture approach 
was taken. With REST the emphasis is on the diversity of resources, each having their own identifier 
in the form of a URL, so accessing and tracking the resources is inherently managed. The constraints 
developed in Chapter 5 of Fielding's thesis (Fielding 1999) provide a framework, which go toward 
explaining the architecture of the repository and the benefits of using a RESTful architecture. 
The software architecture of the repository, as seen in Figure 5, is composed of a number of 
applications running as contexts on an application server. Each application has its own data storage 
facility, set of business logic and exposes a HTTP-based RESTful interface with a number of REST 
resources. This shows the repository as a server entity in the Client - Server architectural style. Each 
application is also capable of being the client of another application allowing the reuse of the RESTful 
resources. This separation of concerns from client applications clears up the role the repository plays 
in the overall Panlab architecture. The repository is only concerned with the storage and retrieval of 
data for client applications. Other tasks such as orchestration script generation, resource status 
updating or VCT management are carried out by specifically designed applications using the 
repository for data storage. This allows these tools to develop independently of the repository but 
maintain a common data model.  
The communication with the repository is stateless. Each request/response pair contains the 
information needed for the client and server to process the data. The session state and context data are 
managed by each client application thus allowing large scale and fault tolerant operation. 
The ability of the architecture to support caching allows future needs for scale to be easily addressed 
without any additional special considerations. Server-side caching can be used to improve interaction 
with commonly accessed resources without the need to regenerate those resources each time they are 
requested. 
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Figure 5 - Repository Architecture 

This leads to the use of a layered system where each entity is only aware of its immediate layer. This 
allows the implementation of the repository architecture to vary as required (e.g. inclusion of caching 
or load balancing) without modification to client applications being required to accommodate these 
changes.  
This underlying architecture can be used to support any type of data model specification. 

2.3.3 Repository Data Model 

To automatically orchestrate a testbed setup, Teagle has to process detailed knowledge of the testbed 
resources and the dependencies between these resources, e.g. the pre/post conditions constraining how 
resources can be connected to each other. Hence, these descriptions have to be meaningful so that a 
management system has the required information to be able to reason in a manner necessary to 
orchestrate the specified testbed.  
An information model could be used to provide the supporting infrastructure for these requirements. It 
firstly enables the precise definition of both the testbed resources and their relationships in a common 
form, thus alleviating the interoperability issues of the heterogeneous resources.  
Panlab has chosen the DEN-ng information model [16] as the reference for the PanLab Data Model 
because of three key properties. First, it is the only model that was built from the beginning to support 
patterns, specifically the role pattern. This provides inherent extensibility. Second, it uses a number of 
powerful abstractions [15] that dramatically simplify management. Third, it is the only model whose 
design philosophy was to support orchestration of services through their entire life-cycle. Most models 
are limited to modelling the current state of an entity; DEN-ng models the life-cycle of an entity using 
state machines.  
As part of the modelling task, a common Data Model has been defined that captures all necessary 
shared data in the context of the orchestrated testbeds. The definition of the Panlab Data model is 
based on the DEN-ng information model (DEN-ng). 
To maintain the separation of concerns, the Repository Data Model is divided by functional domains: 

·  Resource domain is the core domain of the Repository Data Model, which covers the 
specification of the resources characteristics and their associations, these entities are 
defined in the Core Data Model. 

·  TestSuite domain covers the specification of the TestSuite definition and Test Results. 
These entities are defined in the TestSuite Data Model. 

·  Policies domain covers the definition of policies. These entities are defined in the Policies 
Data Model. 
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2.3.3.1 Entities of the Core Data Model 

This section details the entities in the Core Data Model which forms a centre point for the other 
domains. 

2.3.3.1.1 Identity Management 

 
Figure 6 - Identity Management Entities 

A Person is authenticated based on their username/password and associated PersonRole. There are 
four PersonRoles within Panlab: 

·  Panlab Customer 

·  Panlab Partner 

·  Teagle Administrator 

·  VCT User  
The default PersonRole is Panlab Customer which is automatically assigned. In the future these roles 
will be used for policy based authentication. All Person passwords are encrypted in the repository. A 
Person also has an associated Organisation and Email address. 
The Organisation domain groups Persons to Organisations and associates Resources (ResourceSpecs) 
with these Organisations. This association provides a means to manage the ownership of Resources 
within Panlab.  
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2.3.3.1.2 Resource Description 

 
Figure 7 - Resource Description Entities 

The ResourceSpec domain class defines a resource. It does this via the configurationParameters 
association. Essentially, this association defines the parameters needed to configure the resource. It 
can either be a single configuration parameter (ConfigParamAtomic) or a composition of configuration 
parameters (ConfigParamComposite). This is based on the composite pattern used throughout the 
DEN-ng information model. For a ResourceSpec to be created its configuration parameters must be 
defined first. 
A Resource can also have an associated cost. The Cost class allows a monetary value to be placed on 
using the resource.  
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2.3.3.1.3 Resource Management 

 
Figure 8 - Resource Management Entities 

The ResourceInstance domain class represents the instantiation of a ResourceSpec. It contains the 
actual configuration data values. These values are associated through the link with ConfigurationBase. 
The ConfigurationBase domain class again implements the composite pattern, thus a Configuration 
can be composed of one or more Configurations and/or Configlets, whereas a Configlet is a single 
piece of configuration and is usually not stand-alone. As both Configuration and Configlet contain the 
actual configuration data values they must be associated with the configuration parameters whose 
values they contain. Configuration is associated with ConfigParamComposite and Configlet with 
ConfigParamAtomic respectively.  
ResourceInstance is also associated with two other domain classes, ResourceInstanceState and 
Geometry. ResourceInstanceState defines the states a ResourceInstance can have: 

·  UNPROVISIONED (default) 

·  PROVISIONED 

·  NEW 
Geometry is required by the VCT Tool to store the coordinates of the resource representations for the 
VCT Tool workbench. 
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2.3.3.1.4 Virtual Customer Testbed 

 
Figure 9 - VCT entities 

A VCT is a representation of the testing setup the customer requires. It is composed of the testing 
resources and the interconnections between these resources. In the repository's information model it is 
represented as an extension of the Product class. This is because a VCT is essentially the product that 
is being sold.  
The Connections class is key in the composition of a VCT, it contains the details of the connections 
between the testing resources. The hasConnections association allows for the composition of one-to-
many Connections within a VCT. The Connection class defines the type of Connection (References or 
Contains), any rules for the connection and the source (Src) and destination (Dst) resources 
(ResourceInstances) for the Connection.  
A VCT also has an associated user or owner who is the Person that created the VCT. A VCT can be 
shared allowing it to be used by others. Finally, a VCT has a state defined by the class VctState and 
used to keep track of the status of the VCT. These include UNPROVISIONED, PROVISIONED, 
BOOKED, UNBOOKED, NEW, INPROGRESS_SYNC, INPROGRESS_WAIT and 
INPROGRESS_ASYNC. 
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2.3.3.1.5 Panlab Testbed Manager 

 
Figure 10 - PTM Entities 

A PTM or Panlab Testbed Manager is a software component that is deployed in the Panlab partner's 
testbed to provide access to and management of their resources within the Panlab network. Within the 
repository, the Ptm class represents an instance of a PTM. This class requires knowledge of the 
ResourceSpecifications that are associated with the PTM. This is provided via the PtmInfo class. 

2.3.4 Test Suite Data Model 

Based on the Test Suite Information Model specifications in D4.3 [17], a new extension was defined 
as part of the Repository Data Model to support the definition of the Test Suite entities. 
Figure 11 represents an overview of the main entities of the TestSuite Data Model. A TestSuite is a 
type of TestResultResource. It is a collection composed by one or more TestCase that define test 
scenarios to check specific behaviours of a system/application/protocol. Each TestSuite references 
different VCTs (ResourceReference) which define the system configuration to be able to run the 
TestCases. 
TestSuite defines a list of Features: Features to be tested and Features not to be tested.  
A TestCase defines a set of conditions (TestExecutionInfo) under which a tester is able to determine if 
a system/application/service is working correctly according to a defined specification. A TestCase 
specifies the input values along with the anticipated outputs for the assessment of the TestResult. 

 
Figure 11 - Test Suite Data Model 
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2.3.5 Policies Data Model 

In support of the implementation of the Access Control mechanism in Teagle, the Policies Data Model 
is provided to store the policies rules. 
The Policies Data Model is based on the DEN-ng Policies specification. Figure 12 shows the main 
entities representing the type of policies supported. Currently, the model defines a set of 
AccessControlPolicy: UserAccessPolicy, OrganisationAccessPolicy, ResourceAccessPolicy and 
RoleAccessPolicy. Each policy references a specific type of entity (User, Organisation, Resource and 
Role) using ResourceReference. This association defines the policy subject. 
The AccessControlPolicy is defined by a set of ECAPolicyRule. An ECAPolicyRule is composed of a 
PolicyEvent, PolicyCondition and a PolicyAction. 

 
Figure 12 - Policies Repository Data Model 

2.3.6 Implementation 

As described in section 2.3.2, each repository application exposes a HTTP-based RESTful interface. 
This uniform interface allows access to data for other applications without the need for special code, 
as the only permitted operations are the HTTP standard methods of GET, POST, PUT and DELETE.  
The Grails framework was chosen as the platform to implement the repository applications. Grails was 
chosen as it has support for implementing the REST resources in the form of URL mappings. It is a 
MVC framework thus separating the application's domain model from the user interface and the 
controller logic. The framework also builds upon Hibernate to create an easy to use object relational 
mapper called Grails Object Relational Mapper (GORM). The advantage in using a language like 
GORM is that it uses the convention of the domain classes themselves to perform the mappings, 
whereas many ORMs require the mappings to be described in an external form. Finally, the 
framework has inbuilt support for reading and processing XML. This provided the repository 
application with a mechanism for storing and sending the XML data. 
After creation and successful testing of the repository applications, they were deployed on an Apache 
Tomcat application server with a MySql database. A custom security realm had to be implemented to 
provide a first level of security for the repository, which is supported by the data model of the 
repository. 
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2.4 The Policy Engine 
The Policy Engine represents the component of the system which ensures personalisation of the 
system according to a specific setup without any alterations on the core system. This functionality can 
be achieved by defining policies for the specific situations which evaluation may trigger specific 
actions to be executed by the core systems. The core system needs to be able to issue a request that is 
understood by the Policy Engine and also to understand the response in order to act accordingly 
depending on each situation that occurred.  
 The concept of the policy engine is based on the proposed specification of the Open Mobile Alliance 
for the Policy Evaluation, Enforcement and Management (PEEM) enabler [20] which was defined to 
control the use of specific resources from one’s domain. This specification defines the basic 
architecture and interfaces between this component and interacting entities. Two modes of operation 
are defined: proxy mode and callable mode. In proxy mode, the Policy Engine transparently intercepts 
and proxies the requests according to the results of the policy evaluation. In this project we 
implemented the callable mode in which case the Policy Engine is specifically called for policy 
evaluation through the PEM-1 interface. The specification also proposes two policy formats from 
which one can choose: BPEL [21] and Common Policy Format [22]. For the management of the 
policies the specification proposes an interface based on XCAP [23] referred to as PEM-2.  
The policies are defined by the user through the Teagle portal where they define preferences regarding 
their organisations and resources. Only a partner or admin user can perform operations such as 
view/create/delete on the specific policies defined for the organisation or resources belonging to them. 
In addition to the policies editor, the Teagle Portal displays an overview of the policy evaluation and 
enforcement process taking place on the Policy Engine side.  
Policies are selected based on specific criteria received as input by the policy engine. This input is 
provided by different trustable components in the network. The input request contains information 
based on which policies are selected, evaluated and then enforced. The request is based on a flexible 
template compatible with the OMA PEM-1 specification and provides information regarding the 
specific parameters and values. The Policy Engine exposes a web service interface for incoming PEM-
1 messages thus the underlying protocol is SOAP. 
The following code snippet shows an example of such an input message triggered by VCT Tool on 
behalf of the user when an operation of “bookResource” is fired. The extensions are identified by the 
ns2 namespace identifier. It provides information regarding the originator of the operation (e.g. the 
user name testuser), the target of the operation (e.g. the requested resource FHoSS) and details about 
the entities involved in the operation such as the provider of the resource or its owner.   
 
<ns1:policyInputData xmlns:ns1=”urn:oma:xml:pem1” x lmns:ns2="urn:oma:xml:tub:soap-pem1-input-
template"> 

  <ns1:policyInputTemplate templateId=”teagle1” tem plateVersion=”v1”> 

    <ns2:policyIdentifiers > 

      <ns2:originatorID>user/testuser </ns2:originatorID> 

      <ns2:targetID>resource/FHoSS</ns2:targetID> 

    </ns2:policyIdentifiers> 

    <ns2:targetService> 

      <ns2:targetServiceOperation name="bookResourc e"> 

        <ns2:operationParameter name="resourceType" >FHoSS</ns2:operationParameter> 

        <ns2:operationParameter name="provider">FOK US</ns2:operationParameter> 

        <ns2:operationParameter name="owner">fokusu ser </ns2:operationParameter> 

      </ns2:targetServiceOperation> 

    </ns2:targetService> 

  </ns1:policyInputTemplate> 

</ns1:policyInputData> 
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The policies are identified based on the values of the originatorId and targetedId from the 
policyIdentifiers element. A policy is composed of a logical set of rules where each rule consists of 
conditions and actions. A policy is identified by the following information: 

·  Identity of the request (e.g. originatorID, targetId) or a group of identities (e.g. 
organization).  

·  Scope of the identity which represents the relationship of the identity to the operation 
(E.g. “originator” or “target” of the operation). In case one does want to ignore the scope 
of the identity, one can use the “all” scope. This scope can be used only in combination 
with the “all” identity which applies to all identities. This type of policy is useful when 
the administrator defines preferences which should affect all. 

·  Operation that triggered the evaluation request (e.g. bookResource) 
Thus according to the above example the policies identified as follows will be selected (in the 
following example it is assumed user testuser is part of the TU Berlin organization and resource HSS 
belongs to the FOKUS organization): 

·  Identity: All, IdentityScope: All, Operation:* (it is selected for any request) 

·  Identity: All, IdentityScope:All, Operation bookResource (it is selected for any request 
regarding the operation bookResource) 

·  Identity: TU Berlin, IdentityScope:Originator, Operation:bookResource (it is selected for 
originators which belong to TU Berlin organisation) 

·  Identity: Fraunhofer FOKUS, IdentityScope:Target, Operation:bookResource (resource 
HSS belongs to Fraunhofer FOKUS). 

·  Identity: FHoSS, IdentityScope:Target, Operation:bookResource 
In the process of the policies evaluation each rule of the selected policies is evaluated and the 
associated actions are collected for the enforcement phase.  
A rule condition defines in which cases the rule applies and the associated constraints. It consists of: 

·  Rule scope which defines the values of the input parameter of the evaluation request 
accepted for the rule to apply 

·  Rule constraints are processed in case the rule scope matched. Compared with the rule 
scope, the rule constrains define the expected values of the input request parameters in 
order for the rule evaluation to be successful. In case the constraints are fulfilled the 
evaluation process will continue with the next rule from the set. The associated actions to 
this rule will be gathered in a set which will be subsequently executed. Otherwise, if the 
constraints are not fulfilled the evaluation process will be ceased and a “deny” action will 
be triggered.  

The Policy Engine starts enforcement of the collected set of actions as soon as the evaluation of the 
rules has ended. An exclusive action is represented by the “deny” action which will drop the 
enforcement of all other actions. Another possible action is represented by “allow” which implies no 
specific behaviour be enforced. For example, a user may be authorized to book a specific resource 
while another user is not allowed to proceed with the same resource booking because they do not meet 
specific criteria (e.g. not part of a specific organisation). 
The enforcement of the actions is performed on the side of the issuer of the evaluation request or on 
the Policy Engine side depending on the action type.  
On the VCT Tool side the enforcement of the resulting actions may consist of: 

·  Restrictive display/booking of the resources on the VCT Tool according to predefined 
policies (as a consequence of the policies evaluation regarding the operation 
bookResource). 

·  Restrictive combination of resources in a connection in case such a connection does not 
make sense (e.g. PNode resource contains another PNode resource). This results as a 
consequence of the policies evaluation regarding the operation connectResources.  
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The VCT Tool will not display the resource which the user is not allowed to book or it will display an 
error when two resources are connected (but their interconnection does not make sense).  For example, 
a rule from a policy identified by Identity: FHoSS, IdentityScope: Target and Operation: 
bookResource define that the originator identities of the operation “bookResource” which belong to 
the organisation “TU Berlin” are constrained (not allowed) to use the resource FHoSS.  
 
  <rule id="10"> 

    <conditions> 

      //it applies to all originating identities 

      <originatorIdentity> 

        <many/> 

      </originatorIdentity> 

      <validity> 

        <from>2010-05-27T14:11:00.943Z</from> 

        <until>2013-05-27T14:11:00.943Z</until> 

      </validity> 

      //the originator identity should not be part of the TU Berlin organization.  

      <constraints> 

        <operator name="equal" operandsType="boolea n" match="noregx" > 

          <operand1>fn:belongsToOrganization(fn:get OriginatorIdentity(),"TU 
Berlin")</operand1> 

          <operand2>false</operand2> 

        </operator> 

      </constraints> 

    </conditions> 

    <actions/> 

  </rule> 

 
As ongoing work, we envision collaboration between the PTM and the Policy Engine regarding the 
resources’ provisioning process. For example, PTM may request evaluation of policies regarding 
provisioning of resources (e.g. a resource of type systemuser which implies provisioning of a user for 
ssh access to the machine) and may or may not decide to enforce firewall access rules for the outside 
access. 
As a basis for the policy description language, we used the Common Policy Format. It provides a 
highly flexible and extendable format. The Policy Engine also allows the use of the following 
functions (procedures) in the policy description: 

·  fn:belongsToOrganization(identity, organization) which returns a Boolean values in case 
the identity belongs to the organization. The identity can be of type resource 
(resource/resourceName) or user (user/userName).  

·  fn:getOriginatorIdentity() returns the originating identity of the request. 

·  fn:getTargetIdentity() returns the target identity of the request. 

·  fn:getPTMDomain() returns the PTM domain of a resource. 
The policies are stored in the policy repository are defined according to the model in section 2.3.5. 
According to the policy model, the following types of policies are possible: 

·  OrganisationAccessPolicies which contain policies defined for the organizations of the 
identities and the scopes “Target” or ”Originator”. It also includes polices defined for 
“all” identities and “all” identities scope. This type of policies is selected based on the 
organizations to which the identities (originatorID and targetID) belong. 

·  ResourceAccessPolicies which contain policies defined for the identities of type resource 
and the identity scopes “Target “or “Originator”. This type of policies is selected when 
one of the identities (originatorID or targetID) is of type resource.  
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·  UserAccessPolicies which contain policies defined for the identities of type user and the 
identity scopes “Target “or “Originator”. This type of policies is selected when one of the 
identities (originatorID or targetID) is of type user. 

·  RoleAccessPolicies which contain policies defined for different user roles and the identity 
scopes ”Target” or “Originator”. This type of the policies is selected based on the role of 
the user. Currently it is a work in progress integration of this type of policy into the 
Policy Engine. 

For the management of policies, we implemented a lightweight xcap server which then translates the 
requests to RESTful requests for the policy repository. This approach also ensures synchronization of 
the policies cache with the policies in the repository thus increasing the performance of policies 
selection and evaluation.  
XML validation schema have been defined for the PEM1 input message and the policy language. For 
marshalling and unmarshalling of Java objects to XML, we used JAXB1. For the communication with 
the repository through REST, we used the API provided by Jersey framework which has a tight 
integration with JAXB which allows for automatic marshall/unmarshall of the Java objects/XML. 
For easy management of policies and an overview of the enforcement process, we developed a policy 
editor and policy enforcement overview as part of the Teagle Portal. The Figure 13 depicts the existing 
policies in the repository providing also the possibility for creating, editing or deleting policies of type 
Organisation, Resource or User.  

 
Figure 13 - Policies overview from the admin perspective  

The above overview is filtered for users of type “partner” and only policies defined for the associated 
organisations, resources or users are displayed. 
Figure 14 depicts the view of the policy editor for an existing policy. We currently defined the editor 
as simple XML syntax highlighting with the associated schema at hand. During the provision of a 
policy, a validation process informs the user about the possible errors.  

                                                      
1 http://java.sun.com/developer/technicalArticles/WebServices/jaxb/ 
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Figure 14 - Edit view of the policies 

By selecting Policy Enforcement in the Teagle Portal, the user may have an overview over the 
enforcement process of polices.  

 
Figure 15 - Overview of the policy enforcement and the resulting decisions. 

When clicking on each decision one can see the policies that applied and the enforcement results thus 
allowing the user to trace the process of policy enforcement for different entities that interact with the 
Policy Engine. 
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2.4.1 Policy Engine updates 

As described in section 2.4 through the Policy Engine the resource owners and platform administrators 
are able to define policies in order to configure the exposure, usage and configuration of their domains 
and resources.  
The first Policy Engine implementation was developed according to the specifications drawn by the 
Open Mobille Alliance Policy Evaluation, Enforcement and Management. The new version although it 
follows the principles defined by this specification provides optimization from the perspective of 
speed, language friendliness and usage by dropping the Common Policy Format and adopting the 
language proposed by the Drools engine.  
The core of the new Policy Engine is currently based on the Drools Expert rule engine which is part of 
the open source project JBoss Drools (http://www.jboss.org/drools/). The rules’ language schema 
make use of the advantages of Object Oriented Design compared with the declarative xml language 
(based on the Common Policy Format) that we used in defining policies in the first version of the 
Policy Engine.  
The following listing depicts an example of a policy defined in the context of the VCT Tool.  The 
policy restricts the booking of resources of type “FHoSS” to users which are not part of the TU Berlin 
organization. 
package fhoss.target.bookResource 
 
import  de.tub.av.pe.eval.drools.PEInputRequest 
import  de.tub.av.pe.eval.drools.DrlActionsManager 
import  de.tub.av.pe.eval.drools.DrlAction 
import  de.tub.av.pe.eval.drools.teagle.Utils 
 
rule "r1" 
    salience 100 
    dialect "mvel" 
 when 
  r : PEInputRequest( targetIdentities contains „FH oSS“, targetIdentityType ==      
"resource", event=="bookResource") 
  actionMng: DrlActionsManager() 
  eval (getOrganization(r.originatorIdentity) == „T U Berlin“) 
 then 
         DrlAction action = new DrlAction("denyRequ est"); 
         action.addAttribute("message", "Users belo nging of TU Berlin are not allowed 
to book FHoSS resources"); 
         actionMng.execute(drools.getRule(), action ) 

end  

The same policy in the old language will look as follows: 
<ruleset name=”36/Resource/FHoSS/Target/bookResourc e”>   

   <rule id="10"> 

    <conditions> 

      <originatorIdentity> 

        <many/> 

      </originatorIdentity> 

      <validity> 

        <from>2010-05-27T14:11:00.943Z</from> 

        <until>2013-05-27T14:11:00.943Z</until> 

      </validity> 

      <constraints> 

        <operator name="equal" operandsType="boolea n" match="noregx" > 

          <operand1>fn:belongsToOrganization(fn:get OriginatorIdentity(),"TU 
Berlin")</operand1> 

          <operand2>false</operand2> 

        </operator> 

      </constraints> 

    </conditions> 

    <actions/> 

  </rule> 

</ruleset> 
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Drools Rule Engine uses the notion of package instead of policy or ruleset in order to group a set of 
rules. The package name should be unique in the knowledge base of the engine.  A knowledge base 
consists of the packages and associated rules which have been loaded into the engine. The sources of 
the rules may be a file, a database etc. and it is the application job which integrates this engine to 
provide the rules as streams.  
The import statements work like java import statement and tell the engine which classes to import. 
Before going further to explain about the imports in the previous example a clarification on how the 
rules are defined and work is necessary.  
A rule is identified by an id which is unique in the package and consists of attributes, conditions and 
actions. Using the attributes of a rule one can define the dialect to be used (e.g. mvel which exposes 
functions like “eval”, “modify” etc), the salience (priority of the actions)  etc.  
The condition part of the rule starts with “when” and consists of conditional elements. The most used 
conditions elements are the patterns elements. A pattern matches against the input facts of the specific 
type. e.g. 
  r : PEInputRequest( targetIdentities contains „FHoS S“, targetIdentityType ==      
"resource", event=="bookResource") 

This pattern matches against the facts of type PEInputRequest of which properties match the 
conditions between the brackets. 
A fact represents the information based on which rules conditions are asserted. The PE defines a 
specific type of fact PEInputRequest that maps to the identifiers of an incoming request (e.g. 
originator, targets, event) which consists of the following properties: 
- originatorIdentity, respectively originatorIdentityType (user, resource) 
- targetIdentities (as a list), respectively targetIdentityType (user, resource ) 
- event 
For the event (request operation), its parameters are designed as facts of type Parameter. The 
following depicts a rule and the necessary import for using a Parameter fact. 
import  de.tub.av.pe.eval.drools.Parameter 
rule "r2" 
    dialect "mvel" 
 when 
  actionMng: DrlActionsManager() 
  p:Parameter(name==“owner“)    
 then 
   DrlAction action = new DrlAction("doPrint"); 
         action.addAttribute("message", "Found owne r "+p.value); 
         actionMng.execute(drools.getRule(), action ) 

end  

In the above code snippet in case a fact of type Parameter with property name equals “owner” matches 
then the rule will be asserted and the action “doPrint” will be executed.  
The actions part of a rule starts with the keyword “then”. After the assertion of the rules in the 
knowledge base is finished the matching rules are added to an “Agenda”. Based on the rule attributes 
like priority (“salience”) the associated actions are executed.  
The actions are deployed in a plugin manner therefore the constructor of the action (DrlAction) 
receives as input the name of the actions. Note the registered actions are uniquely identified by their 
name. Attributes can be added to the action by calling action.addAttribute(name, value) 
DrlAction action = new DrlAction("doPrint") 
action.addAttribute("message", "Found owner "+p.val ue); 

and executed by calling actionMng.execute(drools.getRule(), action). drools .getRule() operation 
retrieves the instance of the rule instance and it is provided by default by the drools engine.  
 

Returning to imports, the following describes the meaning of each import and the possible methods 
which could be invoked 
-  de.tub.av.pe.eval.drools.PEInputRequest defines the fact type which identifies the request. 
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-  de.tub.av.pe.eval.drools.Parameter defines the fact type which contains the „name“ and „value“ 
properties of the operation (event) parameters 
- de.tub.av.pe.eval.drools.DrlActionsManager defines the actions manager fact which will be used to 
executed the actions 

- de.tub.av.pe.eval.drools.DrlAction can be instantiated in the rule actions and executed by the 
DrlActionsManager  
- de.tub.av.pe.eval.drools.teagle.Utils represents static utils methods like getOrganization, 
getPTM etc 
 
As defined in the first version of the Policy Engine, the policies are identified based on the identities 
of the request, their scope and operations (events). This information is used when selecting policies 
from the database. Using drools the policies and associated rules will be kept in the drools cache for 
subsequent requests in order to reduce the time of processing. As a consequence the rules need to 
contain also these requirements otherwise they will apply to non appropriate requests. For example the 
previous policy is a ResourceAccessPolicy and was defined for FHoss target resources and the event 
“bookresource”. As depicted in the example all the rules in the policy need to contain this pattern in 
the condition part otherwise the drools engine will match any input fact.  
r : PEInputRequest( targetIdentities contains „FHoS S“, targetIdentityType ==      
"resource", event=="bookResource") 
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2.5 The VCT Tool & Request Processor  

2.5.1 Background 

The Teagle VCT Tool is a Web Start application where customers will normally spend most of their 
time when booking a VCT. It can be accessed by registered users from the Teagle Portal. 
The VCT Tool is implemented as a Java application and will be started through the Java Webstart 
launcher, which is available in any typical Java environment. A Webstart solution has been chosen, 
because of the complexity of the user interface required to be useful for realistic scenarios. 
Due to the large volume of data stored in the Teagle Repository, the security and consistency issues 
involved with accessing this repository data, as well as the goal of allowing complete portability of 
VCT booking sessions, the VCT Tool communicates at startup and during runtime with the repository. 
It does this when fetching user settings, available resources, saved testbeds from previous sessions, as 
well as when initiating the booking of VCTs and for monitoring the progress of a booking, or for 
querying the availability of a resource or of a set of resources. This communication is performed over 
a standard web service interface that the repository provides, so in a typical Teagle installation, there 
are no special steps to be taken in order to allow the VCT access to the (internal, remote) repository. In 
order to provide better visual feedback of the progress of repository queries, the VCT Tool displays a 
temporary dialog over the duration of the repository request. 

2.5.2 Overview of the VCT Tool interface 

The VCT Tool user interface is composed by a main grid/workbench, where designing and 
configuring resources in a VCT takes place. In addition, the tabs on the left panel allow browsing for 
resources, checking their availability, importing existing resources, etc.. Figure 16 shows the Tool’s 
interface with a simple VCT loaded. 

 
Figure 16 - VCT Tool interface 

The four tabs on the left are:  

·  Resources -- resource types in this tab can be double clicked in order to instantiate them 
in the current VCT. For resource types that are available in several domains, it is possible 
to choose the domain explicitly. 

·  Instances -- this tab contains resource instances of previously created resources from 
other existing VCTs. They can also be used in the current VCT. For a typical scenario, 
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consider an experiment with a VMWare image, that should be reused for another 
experiment.  

·  Selection -- allows searching for (or selecting) resources offered by partners, and 
checking their availability.  

·  VCTs -- allows importing an entire VCT into the existing one (another name for this 
operation is merging).  

The functions available from the top toolbar are also available from the menus. They are:  

·  File: 

·  New -- creates a new VCT  

·  Open -- loads an existing VCT from the repository  

·  Save -- saves the current VCT to the repository  

·  Save as -- saves under a different name  

·  Exit -- exits the tool  

·  Tools: 

·  Options - currently this allows for editing the users credentials  

·  Booking 

·  Book -- initiates a booking of the current VCT  

·  Refresh booking state -- retrieves the latest state of the booking from the 
Orchestration Engine  

·  Show booking state -- shows the current state without refreshing it  

·  Clone all resources as unprovisioned -- creates copies of the resources of an 
existing VCT, so that they can be booked again, resulting in clones of the current 
resources.  

2.5.3 Creating a VCT 

The main purpose of the VCT Tool is to enable customers to design experiment environments 
composed of one or more resources offered by the Panlab Partners. These resources are the main 
entity that the VCT tool deals with. On startup, the tool presents an empty VCT, and booking the 
desired resources for the experiment requires adding resource instances to the main grid. This can 
either happen by selecting one of the resource types under the Resources tab – which will create a new 
instance of this type – or by selecting an already existing instance form the Instances tab.  
Some resource types may be available in several domains. In this case the VCT Tool presents the 
option of explicitly choosing the domain in which a resource is to be instantiated as shown in Figure 
17, where the rubis_cl resource type is available in both the uop and tssg-ptm domains. Selecting 
either of these entries will cause the resource be instantiated in the respective domain, while merely 
selecting the resource type will leave it to the request processor to choose between the available 
domains. 

 
Figure 17 - Choosing the target domain for a resource 
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Resource instances can then be configured by clicking the cfg button. The configuration window for a 
XenNode resource instance is shown in Figure 18. 

 
Figure 18 - Configuration window 

Typically, more than one resource will be required for a meaningful VCT. However, VCTs restricted 
to only one Panlab Partner can consist of only one resource, given that the PTM managing the Partner 
domain implicitly handles the infrastructure required for provisioning that resource. As an illustration, 
considering that when a user wants an Asterisk server for testing, a PTM may automatically install a 
new MySQL server (or configure a shared existing one), and any other required dependencies, without 
the user having to explicitly request these dependencies. In the more common case, where at least two 
resources are part of a VCT, the relationship between these resources must be known in order for them 
to properly function together. In the VCT Tool, you can define these relationships using visual 
connections. As shown in Figure 16, there are currently two types of connections:  

·  Containment -- this denotes a resource that "lives" inside another resource. In our 
example, the two servers -- MySQL and XDMS -- are contained within the XENNode 
resource instance, which represents a virtual machine. Containment connections are 
represented by blue dotted lines. Every resource instance can be contained in at most one 
parent instance. The containment connection for a resource can in most cases be omitted, 
leaving it to PTMs to choose an appropriate parent for a newly created instance. 

·  References -- this denotes one application (resource instance) that "uses" another one to 
function. For example, the XDMS server references the MySQL server, so when 
configured, it will use it for storage. The referenced resource instance will be assigned to 
a configuration parameter of the referee. In the example in Figure 16, the MySQL server 
instance is assigned to the rdbms parameter of the XDMS instance. The XDMS instance 
can utilize this reference to query connection parameters for example. References are 
represented by black solid lines. 

2.5.4 Booking 

After a user has finished designing and configuring a VCT, he can request its actual instantiation by 
clicking the book button. Upon doing so, he will be presented with a summary page for review. Figure 
19 shows this summary page. 
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Figure 19 - Booking summary page 

After confirmation, a booking request (along with an XML based description of the VCT) will be sent 
to the Orchestration Engine which in turn is responsible for distributing individual provisioning 
requests for each resource instance in the VCT to the PTMs in the right order. However, since the 
VCT Tool runs entirely on the user’s computer, and its behavior is thus under the user’s full control, it 
is essentially not trustworthy, and must not be given access to the Orchestration Engine directly. It will 
therefore resort to storing the updated VCT in the repository and indicating the booking intent to the 
Teagle Request Processor, a backend component that is responsible for validating a VCT’s 
configuration and transforming it to an XML format suitable as input for the Orchestration Engine. 
After the booking has finished, the user is presented with a booking result window, which indicates the 
success or failure of the operation and summarizes the booking. Furthermore, it presents the user with 
the opportunity to retrieve a more detailed log of the operation from the Orchestration Engine. Figure 
20 shows the booking result window.  

 
Figure 20 - Booking result window 

2.5.5 Searching for Resources 

At the time of writing, the size of the available library still makes it possible to browse through the 
available resources. It is expected that as more partners will join the Teagle platform and share their 
resources, the full list will become too large, and therefore, the ability to search for a resource, using 
the Selection tab on the left panel, as shown in Figure 21, has been implemented.  
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Figure 21 - Resource Selection Panel 

In addition to filtering resources by provider, this tab allows to filter by availability (including 
start/end date, start/end time of day, and days of week). 
After finding one or several resources that match the requirements, adding it to the grid can be done by 
double clicking on it (similar to the method used on the Resources tab).  
More advanced search functionality will be provided for the VCT Tool (and the Teagle Portal) once 
this is supported by the Repository. Currently, a search mechanism based on Apache Solr 
(http://lucene.apache.org/solr/) is planned.  
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2.6 The Orchestration Engine 
The Orchestration Engine component is in charge of instantiating a VCT on top of one or more 
testbeds that are part of the federation. This is achieved by translating the original VCT layout model 
(produced by the VCT Tool) in the form of an executable orchestration script that includes the 
necessary sequence of service invocations to achieve the actual provisioning of the requested 
resources on each testbed. The service calls issued by the Orchestration Engine are redirected to the 
Teagle Gateway for intermediation purpose. 
SOA Awareness 
The Orchestration Engine prototype2 is built on top of the Spatel Engine framework (see D3.3) which 
is based on SOA principles and finite state machines for service orchestration. All components inside 
Teagle (such as the Teagle Repository and the Teagle Gateway) and outside Teagle boundary (such as 
the list of registered PTMs) are seen as web services exposing a list of operations. An orchestration 
generated to instantiate a VCT is itself seen as a service exposing the operation in charge of realizing 
the provisioning (the orchestration script). 
Interfacing with OE 
The Orchestration Engine prototype offers a web-based interface to compile a registered VCT layout 
definition (See Figure 19). The outcome is a new available service - whose logic is represented by the 
orchestration script - stored in the space of the Teagle client. The orchestration script can then be 
launched programmatically or using a specific web-based interface. The VCT Tool uses the 
programmatic interface (HTTP REST API) to launch the orchestration. 

 
Figure 22 - Web-based interface for compiling a VCT Layout  

Orchestration process 
Figure 23 shows the typical steps of orchestration: automatic generation of the orchestration script and 
then its execution. In case of immediate booking the execution is done immediately after script 
compilation, otherwise the two steps are separated in time. 

·  Generation/Compilation: The OE realises an analysis of the VCT input description (in the 
example depicted by Figure 23 we have a VLAN that includes a computing resource 
offered by a 'eict' testbed). It then generates a script sequencing a list of create or update 
service calls to instantiate or change the requested resources.  Each service call is 
preceded by a configuration loading step (loadConfiguration) in which any design-time 
resource IDs found in the configuration of the resource are replaced by actual resource 
IDs. At the end of the service call, the table of created resources is updated so that ID 
substitution can be repeated in sub-sequent calls (checkResponse).  

·  Execution: Create and update service calls produce HTTP POST requests. For instance, 
the log in the figure shows the effect of a CREATE call for the VLAN: the endpoint is 
hosted by the Teagle Gateway, the path url, represents the parent of the resource to be 
created and the passed XML data contains all the configuration information needed for 
the booking of the resource. 

                                                      
2  http://mdasoa.elibel.tm.fr/teagle-site/  (credentials needed for access) 
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Figure 23 - Example of generated orchestration script 

When the orchestration completes, the caller - the VCT Tool in our case - receives the list of all new 
created resources in XML format. It uses this information to update the state of published resources as 
seen by the VCT designers. 

Orchestration strategies 
Two orchestration strategies were implemented within the Orchestration Engine: the first one is fully 
sequential: and is based on containment and references links found in the VCT definition. The 
compilation step computes a dependency graph of the required actions using the following 
assumptions: a contained resource depends on the container resource; and a referencing resource 
depends on the referenced resource. From this, the algorithm derives a valid ordering (which of course 
is not necessarily unique) and produces a script that satisfies the computed ordering. 
The second strategy aims to optimize the booking of the resources.  Resource booking can often be 
parallelized and then synchronized. This is particularly useful when dealing with intra-domain VCTs.  
In this case the compilation step generates an event loop: at each execution of the loop launching 
conditions are computed for each resource node (create or update). The launching conditions are 
initially computed from the dependency graph. The conditions depend on state variables that are 
updated each time the booking of a resource completes. The Figure below shows the structure of the 
generated state-machine script: 
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Figure 24 - Asynchronous orchestration 

This mechanism implies the reception by the Orchestration Engine of asynchronous notifications to 
signal the completion of booking commands. The following XML format is used to receive such 
notifications. 
 
<notification requestId="THE ID OF THE ORIGINAL REQ UEST "> 

   <uuid>The ID of the created or updated or delete d resource</uuid> 

   <component>THE TARGET COMPONENT FOR THIS NOTIF ( ex: VctRegistry)</component> 

   <event>AN EVENT ID, EX: bookingFinished  </event > 

   <vctId>VCT_ID</vctId> 

   <status>RETURN_STATUS</status> 

   <reason>MESSAGE</reason> 

   <details>COULD BE A REF TO A FILE, LIKE A LOG FI LE</details>  

</notification> 

 
The actual prototype currently does not implement "compensation" actions when one of the booking 
commands fails. This is left for future development. Basically delete or update commands need to be 
executed in the reverse order on all resources already created or updated. 
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2.7 The Teagle Gateway 
The Teagle Gateway instantiates and maintains service endpoints for all the registered PTMs. These 
service endpoints are utilised by the Orchestration Engine during VCT script execution. The service 
endpoints are accessed as RESTful web services in the context of CRUD operations (create, read, 
update, delete). The convention followed regards the use of POST method for creating and updating 
resources, whereas GET method implies a query request.   
The Teagle Gateway routes the requested actions through SOAP-based web services to the appropriate 
PTMs according to the protocol defined for T1 interface as described in D2.3 [18]. The application 
logic of the gateway, as far as the processing and forwarding of the requests is concerning, is made 
according to the following: 

·  The PTM involved in an operation is determined by use of the first part of the path 
indicated in the invoked URL 

·  The second part of the path identifies the involved resource in that PTM 

·  The PTM identifier is used for selecting the correct web services endpoint for forwarding 
the request 

·  The resource identifier is used according to T1 definition in arguments of the subsequent 
call to the identified PTM 

·  The data (if any, depending on the actual web method used) are inspected for clarifying 
the requested CRUD operation. This is useful in the case of a POST request. In case an 
update attribute has been included in the root element of the data, an update requested 
will be sent to the relevant PTM. Otherwise a create request will be invoked. 

·  The posted data are further inspected for locating any references to other resources that 
have been included according to the script execution in the specific orchestration request. 
In such a case, the gateway resolves the reference, which is presented as a PII resource 
ID, by replacing the data in the element containing the reference with the data provided 
by the referenced resource after querying it with a specific query type (“reference”). The 
data obtained by issuing this kind of query are resource specific and can be translated by 
the Resource Adaptor that is the recipient of the orchestration request. A very simple 
example can be the resolution of the IP address of a specific application server that has 
been referenced in the configuration request directed to a potential client of that server. 
This feature allows for associating resources located in different PTMs during VCT 
design. 

·  References among resources can be treated as one way associations. In this case there is a 
distinction between the resource that references and the resource being referenced. The 
update request is sent to the resource that references the other. However, references can 
be treated as two-way associations leading to an update to both ends of a reference type 
association. In this case both resources are queried, in the proper order, and the obtained 
information is passed to the other end. The order of updates is following the execution 
order of an orchestration, this means that if references exist in a configuration of a create 
request, only when the create actions has completed will the Teagle Gateway update the 
other ends of the reference associations that were enumerated in the create configuration. 

·  Teagle Gateway can be configured to treat references as two or one way associations but 
it can also support annotated references that indicate the type of the reference that the 
VCT design requires. 

·  It provides an event reporting mechanism used by the PTMs as a SOAP-based web 
service. Incoming notifications are processed so that the appropriate entity (OE or 
Repository) is clarified as the recipient of the contained information.  

·  The event reporting mechanism allows for utilisation of asynchronous requests towards 
the PTMs in case of lengthy operations. In this case the outcome of a request is collected 
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and forwarded to the OE when it becomes available by the PTM. An annotation 
indicating asynchronous requests is inserted by the OE.  

·  Also, the notification mechanism caters for other types of functionality such as: status 
reporting, resource registration, availability, and status. 

·  The web services exposed to the PTM over the T1 interface are secured by use of 
SSL/TLS. The Teagle Gateway requests also client authentication from the PTMs. 

·  There is a heart-beat mechanism that is based on a query sent to the Resource Adaptation 
Layer Manager of each PTM.  
Depending on the outcome of the query the status of a PTM can be set to:  

·  OK 

·  SSL Problem 

·  PTM Offline 

·  RAL Offline  

·  The status of a PTM can be also updated in case the PTM notifies the gateway of an error 
condition. The problematic state is cleared when a regular notification arrives. 

·  The Teagle Gateway can use repository entries to discover PTMs, however trust with the 
PTMs needs to be established by means of installation of trusted certificates. For this 
reason an OpenCA PKI has been set up by Eurescom so that both PTMs and Teagle GW 
are signed by the same Certification Authority resolving in this way any trust 
establishment issues.  

·  Teagle Gateway implements also a mechanism for special handling of VPN creation 
requests. Since the creation of VPNs cannot be requested from a single PTM but more 
than one need to be involved there is a special convention between OE and Gateway. 
VPN creation requests are sent to a virtual PTM identifier and the involved real PTMs are 
indicated in this request. The Gateway retrieves information from every involved IGW 
and informs the rest of the IGWs of the other IGWs with which it has to interact for 
creating a VPN.  

The Teagle Gateway is implemented as a standalone Java application integrating: 

·  A Jersey Engine for supporting RESTful web services 

·  A Grizzly servlet-web server for supporting the Jersey Engine. This web server has been 
modified so that the default timeout for keeping alive the connections with the OE can be 
adjustable. 

·  An Axis-1.4 Engine with embedded Jetty web server for supporting SOAP web services. 
This engine has been modified so that the Teagle GW application logic implementation 
classes get an indication of the certificate of the PTM that has sent the incoming message. 

·  A set of Java classes implementing the application logic. These classes interact with the 
REST or SOAP engines. 
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2.8 Interaction with the Panlab Testbed Managers (PTM) 
As stated in the description of the Teagle GW in the previous section, Teagle interacts with the PTMs 
via the Teagle GW. The communication interface is the T1 interface described in deliverable D2.3 
[18]. The implementation of this interface is based on SOAP web services over HTTPS channels. For 
the establishment of the HTTPS channels both client and server authentication, by means of the use of 
the appropriate certificates, is required.  
T1 caters for connection and communication requests initiated by either side. Teagle GW invokes one 
of the following services that the PTM is offering: 

·  create 

·  update 

·  delete 

·  query 
The outcome of each of the operations is included in the response that is returned back to the gateway. 
In each of these requests the resource to be addressed is defined along with the data to be sent with the 
request. There is the possibility for inserting a callback indication defining the callback service 
endpoint. This results in a direct response by the PTM that the request has been received along with a 
request identifier to be used for clarification. Once the operation completes the PTM sends the 
outcome to the callback interface that was defined in the request indicating also the request identifier. 
On the other hand, a PTM can invoke on of the following services that the gateway exposes: 

·  callback 

·  notify 
Callback is described in the previous paragraph. Notify can be used by the PTMs to associate an event 
with the PTM, a resource type or a resource. This mechanism allows for the injecting of information 
into Teagle in reference to: 

·  installation, removal, updates and availability of Resource Adaptors of specific types 

·  activation, de-activation of specific resource identifiers 

·  error events 
Depending on the configuration of the Teagle GW these events can be further processed and 
forwarded to other Teagle entities. 
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2.9 VCT Management 
VCTs consist of an aggregation of several resources, joined into a unique entity in order to expose 
services and functionalities. Single resources are offered by several organizations with different 
policies and strategies. This infrastructure is managed by Teagle as a centralized system. Its portal 
allows a customer to manage their account, design a VCT using the VCT Tool, and manage single 
resources and PTMs. 
With such a great number of elements, spanning across different locations and organizations, a 
monitoring and management function is needed in order to check and correct the current status of each 
single component. A study was conducted to list and compare different solutions in order to provide 
management functionalities. Both off the shelf open source products and the possibility to code the 
monitoring feature from scratch were examined. However, the result of the analysis didn't contain any 
product matching the flexibility and modularity requirements needed by PII. An intermediate direction 
was explored, avoiding reinventing the wheel but adding some code to integrate the monitoring 
function into Teagle. The chosen monitoring framework is named OMACO [10], and it presented all 
the requested features, listed below: 

·  modularity and flexibility; 

·  matching development technologies (java, XML, rrd, …) with those used in PII; 

·  deep know-how on OMACO inside the consortium (it is developed by FOKUS, one of 
the PII partners); 

·  RESTful interface. 
OMACO (Open Source IMS Management Console), has a graphical user interface displayed in the 
following picture. It allows the monitoring of domains and hosts but since it is modular, it can monitor 
any kind of resource using the most appropriate metric. 
As mentioned in [10], OMACO provides an Operations Support System (OSS) with self-healing 
capabilities for OSIMS, by active and passive monitoring mechanisms. Administrators of OSIMS 
based networks are equipped with a management system for supervising and controlling the vitality 
and performance of multiple domains. Processes and configurations can be accessed and modified 
from a single access point.  

 
Figure 25 - Omaco services view 

Despite its flexibility, OMACO needed to be integrated into the Teagle Portal in order to request data 
known by Teagle. The OMACO instance used in Panlab is running at University of Palermo at [9]. 
In the following picture the entire Panlab architecture is explained where monitoring details are 
highlighted with colours in order to show the status of the development. 
The Teagle Portal will show to the customer some living graphics representing custom metrics for 
each type of resource. For example, if the resource is a physical or a virtual machine, a metric could be 
the throughput of the network cards, while if the monitored resource is a MySQL database, the metric 
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could be the number of queries performed in a specific time slot. Such architecture includes a single 
OMACO instance for the whole testbed federation, in a one-to-one relationship with Teagle.  
The monitoring results, graphically shown in Teagle, are requested accordingly to the logged 
customer, considering his VCTs and the corresponding resources.  

 
Figure 26 - monitoring system architecture and its current status 

A single resource is identified by a resource-id and it can be related to different metrics to show. 
Currently, the monitoring functionality displays a single metric and therefore a single graph for each 
resource.  
On each PTM a local agent is deployed, which goal is to collect monitoring data from the resources of 
that domain. A local agent is a resource itself, so it will be designed, configured and deployed via the 
Teagle Portal and the VCT Tool, but this process is not present in actual status of the development, as 
depicted in the figure above. Each monitored resource will be joined with a corresponding local agent 
and will send to the OMACO core the data related with the metric. In a further refinement, more 
agents can be matched with a single resource because it can expose more than a single metric to 
monitor. 
From the customer's point of view, the monitoring service will be consumed using the Teagle Portal, 
after successful authentication for the members area. 
The graphical representation of the monitored resources is shown in the following picture. 
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Figure 27 - Screenshot of Teagle Resource Monitoring System 

A development instance of Teagle, including the monitoring system is available at [12]. 
Updated information on the status of the VCT management development can be found on the WIKI at 
[11]. 
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2.10 Traces Collection 
Remark: The work described in this subsection has been carried out as a student project supervised by 
some of the authors of this deliverable. It has been included here to demonstrate some useful 
extensions of Teagle that are expected to be driven by an active community once the entire Teagle 
framework has been released as Open Source.     
As a traffic flow between testbeds’ elements might not directly lie in the jurisdiction of the researcher, 
a problem of distant traffic traces collection and analysis arises. This framework aims at providing a 
convenient toolkit for exposing inter-components communication for initial setup and “debugging” 
purposes at an early stage of an experiment. Exploiting the functionality of the framework can also 
facilitate the execution of the experiments, which aim at studying functionality and compatibility of 
various components within a testbed. A problem of storing and sharing results of an experiment after 
its completion can also be tackled with the proposed solution. The developed framework provides 
means for a real-time interaction observation, including the integration with a widely used network 
protocol analyzer – Wireshark [19], which is a de facto standard for traffic flows analysis on a local 
machine, but yet does not have a native support for displaying network activity from a remote nodes’ 
interfaces. 

Error! Objects cannot be created from editing field codes. 
Figure 28 - Work flow of the Teagle traces collection extension 

As shown in Figure 28, the framework has a distributed structure with two main components: a Traces 
Collection Client and a Traces Collection Server. Traces Collection Client (TCC) is a software 
component, running on the testbed nodes, from which traffic traces have to be collected. It is 
responsible for packets interception and their transmission to the server in an appropriate format. 
Traces Collection Server (TCS) is a central location where the trace files are collected, stored, 
managed and from which traffic captures can be exposed to a user either concurrently with the 
capturing process, or afterwards in “offline” mode.  In the scenario illustrated in Figure 28, Traces 
Collection Clients are deployed on resources A and B. This allows a user to observe packets that are 
sent between the components A, B and C. Because there were no TCCs deployed on the resources C 
and D, a user has no platform-enabled means to inspect what is happening on the interfaces between 
them. In this case a user has to either establish his own tracing infrastructure of rely on logging 
mechanisms of the testbed resources. 
Traces Collection Clients consist of the capturing tool (tshark) and a TracesTransmitter – a program, 
relaying traffic captures to a central server. Capturing process is performed using the tshark probes, 
which extract traffic in the most general traces format – pcap. They support the libpcap capture filters 
as well as the Wireshark display filters. Operations, specified on the T1 interface are used for the 
deployment and configuration of TCCs through the PTM. Installation of more than one Traces 
Collection Client is allowed in order to enable fine-granular filters setup for facilitating the capturing 
process as well as decreasing the amount of irrelevant data being collected.  
Furthermore, the developed solution supports the functionality of real-time observations. For the 
simplification of routines required for obtaining a desired capture data and further directing it to 
Wireshark, users are provided with execution scripts, wrapping several important preparation routines. 
Two solutions have been developed: one for POSIX-compliant operating systems, the other for 
Windows. The scripts can be downloaded from a web interface. By a minimal browser configuration, 
they might be immediately executed, allowing starting a remote observation by just one click.  
For specific type of interactions (SIP INVITE, DNS request etc.) between specific peers, TCCs can be 
configured to collect decoded data from the output of the tshark. This allows applying display filters 
already on the testbed resource side, which in turn decreases the amount of transmitted information. 
This also allows demonstrating information about the distant nodes’ network activities in any program 
that is capable of displaying textual data. An AJAX-based solution for displaying this kind of real-time 
captures in a browser has been developed (see Figure 29). 
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Figure 29 - Browser Integration 

Results of an experiment, (generally, raw packet traces) can be stored in a centralized location - 
Traffic Collection Server. This resource can remain persistent for the extended duration of time in 
comparison to the rest of the booked testbed elements. Therefore, all other resources might be 
released, without the necessity to load a considerable amount of data onto a hard drive of a user. A 
reasonable estimation of the storage space provided for saving the traces has to be additionally 
performed. This will either limit the traces collection to pure setup and debug scope (mainly real time 
observations) or provide the possibility to store a complete experiment’s flow. 
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3 Requirements Matching 
This section reviews the requirements defined in D3.2 and D3.3. For every requirement it is indicated 
whether the prototype delivered by D3.6 meets the respective requirement. Three levels of compliance 
are used: 

�  Requirement met by the implementation. 

�� Requirement not yet met, but currently under consideration or ongoing work. An explanation 
section indicates further details.  

�� Requirement valid but not met by the implementation. Unclear whether it will ever be 
realized. An explanation section indicates further details. 

 

Requirement Met by D3.6? 

Requirement ##D3.2-Cl.1 Use Cases##M.0100 
Statement: Teagle Portal shall incorporate a VCT request designer which will 
enable Customers to request/define a desired testbed facility or topology. 

� �

Requirement ##D3.2-Cl.1 Use Cases##M.0150 
Statement: Teagle Portal shall present Customers with feedback on the availability 
of requested resources, testing facilities or testbed topologies. 

�  

Requirement ##D3.2-Cl.1 Use Cases##M.0200 
Statement: Software Images of testbed components should be provided in the form 
of a resource. 

�  

Requirement ##D3.2-Cl.1 Use Cases##M.0250 
Statement: Panlab federation shall provide support for the set-up of an SME local 
testbed in the form of a service offered to Panlab customers. 

�  

Requirement ##D3.2-Cl.1 Use Cases##M.0300 
Statement: For an outsourced testbed environment, test results should be gathered 
exclusively by the customer without intervention of the Panlab Office. 

� �

Requirement ##D3.2-Cl.2 Use Cases##M.0350 
Statement: The Panlab Office and the Panlab federated testbed shall be able to 
provide users/user groups for testing purposes in the form of a resource. 
Explanation: Has not been met as a convincing concept for realizing this 
requirement could not be found.  

��

Requirement ##D3.2-Cl.2 Use Cases##M.0400 
Statement: Teagle’s VCT request designer (Teagle Portal) shall also enable 
Customers to request testing environments over which specific services developed 
by third parties (not belonging to the federation) could be tested (sometimes 
concurrently in different environments). 

� �

Requirement ##D3.2-Cl.2 Use Cases##M.0450 
Statement: Teagle’s VCT request designer (Teagle Portal) shall enable Customers 
(SMEs/Users) to request testing environments over which specific components 
(network components, terminals) or applications developed by third parties (not 
belonging to the federation) could be tested (Support for User Driven Innovation). 

��
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Requirement Met by D3.6? 

Requirement ##D3.2-Cl.2 Use Cases##M.0500 
Statement: Teagle Portal shall provide the means for Customers to view current/past 
test results and logs. 
Explanation: Ongoing work. Associated with this functionalities are a number of 
issues like interfering test, anonymization of trace data, etc. 

� �

Requirement ##D3.2-Cl.3 Use Cases##M.0550 
Statement: Teagle Portal (VCT request designer) should enable customers to define 
and configure the environment in which interoperability, conformance and 
certification testing shall be performed. 

� �

Requirement ##D3.2-Cl.3 Use Cases##M.0600 
Statement: Panlab platform shall reserve and allocate all resources required to 
enable integration with the component/service/protocol to be tested and create a 
testing experimentation field in which the interoperability/conformance/certification 
testing can be performed. 

��

Requirement ##D3.2-Cl.3 Use Cases##M.0650 
Statement: Teagle portal should maintain a Test suite repository ��
Requirement ##D3.2-Cl.3 Use Cases##M.0700 
Statement: Teagle portal should provide a search service of the Test suite 
repository. 
Explanation: Ongoing work. 

� �

Requirement ##D3.2-Cl.3 Use Cases##M.0750 
Statement: Teagle portal should provide a generic search service of the available 
testing tools. 
Explanation: Ongoing work. The repository will provide a search functionality 
based on Apache Solr. 

� �

Requirement ##D3.2-Cl.3 Use Cases##M.0800 
Statement: Teagle portal should maintain a certification database of test suites 
Explanation: Currently not considered, as certification is not yet defined. 

�  

Requirement ##D3.2-Architecture##M.0850 
Statement: Teagle Portal shall support the establishment of Service Level 
Agreements (SLA) between Customers and the Panlab Office. 
Explanation: Currently not considered, as SLA process is not yet defined. 

� �

Requirement ##D3.2-Architecture##M.0900 
Statement: Repository should be capable of storing Customer information ��
Requirement ##D3.2-Architecture##M.0950 
Statement: Teagle should include a Resource Reservation System 
Explanation: Upon booking, resources are reserved for the requester and might not 
be available anymore for others. This depends on the resource type. Work on a 
more elaborated availability system is ongoing.  

� �

Requirement ##D3.2-Architecture##M.1000 
Statement: Teagle shall incorporate an intelligent Orchestration Frontend. ��
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Requirement Met by D3.6? 

Requirement ##D3.2-Architecture##M.1050 
Statement: Repository should be capable of storing Test Result information 

See ##D3.2-
Cl.2 Use 
Cases##M.0500 

Requirement ##D3.2-Architecture/System Analysis##M.1100 
Statement: Databases storing Shared Information and Data Models shall be part of 
the Panlab repository. 

�  

Requirement ##D3.2-Architecture/System Analysis##M.1150 
Statement: PTMs should allow for interconnection with 3rd party 
components/resources. 

��

Requirement ##D3.2-Architecture##M.1200 
Statement: A Constraints and Policies Database should exist as part of the Panlab 
Repository. 

��

Requirement ##D3.2-Architecture/System Analysis##M.1250 
Statement: Panlab Platform shall have the possibility to provide Testing Tools in the 
form of a resource. 

��

Requirement ##D3.2-Architecture/System Analysis##M.1300 
Statement: Panlab federation shall provide support for the set-up of a Testing Tool 
in the form of a service offered to Panlab customers. 

��

Requirement ##D3.2-Architecture/System Analysis##M.1350 
Statement: Teagle Portal should advertise the tools and capabilities of the Panlab 
platform to Customers. 

��

Requirement ##D3.2-Architecture/System Analysis##M.1400 
Statement: The Panlab platform shall guarantee confidentiality of the results 
regarding the compliance of a system to specific certification requirements. 

See ##D3.2-
Cl.3 Use 
Cases##M.0800 

Requirement ##D3.3-Basic##M.100 
Statement: The orchestration system should be able to orchestrate resources and 
configuration components distributed in various testbeds that are part of the 
federation. 

�  

Requirement ##D3.3-Basic##M.150 
Statement: The orchestration system should provide facilities to help users (partners 
and customers) to formulate testbed requests that are complete - that is to say, 
containing sufficient information for automated execution. 

��

Requirement ##D3.3-Advanced##M.200 
Statement: The orchestration system should provide facilities to help users (partners 
and consumers) to formulate testbed requests that are valid from the point of view 
of policy rules (like authorization to access some restricted components). 

��

Requirement ##D3.3-Advanced ##M.250 
Statement: The orchestration system should provide facilities to easily simulate the 
behaviour of a specific invoked component that would not be available (at least 
temporarily) during the testbed request design. 

��

Requirement ##D3.3-Advanced ##M.300 
Statement: The orchestration system should provide adaptation facilities to allow 
replacing a call to a service component to a call to another component providing 
similar functionality, even when the exposed interfaces of both components differ. 

��



Deliverable D3.7 PII 

© PII consortium 2010/2011 Page 49 of 50  

Requirement Met by D3.6? 

Requirement ##D3.2-Basic##M.350 
Statement: The orchestration system may offer the possibility to orchestrate freely 
available service components exposed as web services coming from the internet. 

�  

Requirement ##D3.3-Basic##M.400 
Statement: the Testbed Orchestration System should allow PII Partners to create 
testbed requests. 

��

Requirement ##D3.3-Basic##M.450 
Statement: the Testbed Orchestration System should allow PII Customers to create 
testbed requests. 

��

Requirement ##D3.3-Advanced##M.500 
Statement: The orchestration system should support the checking of policy 
conformance when a request is created. 

��

Requirement ##D3.3-Advanced##M.550 
Statement: The orchestration system should support delayed execution of a testbed 
request – implying resource reservation - in addition of supporting immediate 
execution. 
Explanation: Ongoing 

� �

Requirement ##D3.3-Basic##M.600 
Statement: testbed requests and orchestration specifications should be stored for 
future testing environment reproduction. 
Explanation: Feature possible with current model and prototypes but not yet fully 
implemented. 

� �
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